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Introduction

Fast and efficient parallel data processing is more important than ever as the scale of datasets grows every 
day. As a result, data engineers are always looking for better compute solutions for their ETL, data prep, and 
featurization needs. Still, it is not easy to find the best compute platform since all technologies claim their 
platforms are “fast” and “scalable”, often without enough evidence.

Benchmarks can often help demonstrate the performance and applicability of various technologies for target 
use cases, though they are admittedly imperfect. Actual deployments are what matter most and where we at 
Bodo put our focus. Having said that, benchmarks and basic economic evaluations can often indicate real-
world economics and performance. Thus, we’d like to share our results to give an idea of what real-world 
users can expect.

We are regularly asked how Bodo compares to Spark, Dask, and Ray, particularly for large-scale workloads, 
e.g., terabytes of data and billions of rows, and requiring 100’s (or more) of compute cores.

In this white paper, we use the standard TPC-H benchmarks (22 in all) to compare Bodo’s economic and 
speed performance to Spark, Dask, and Ray for data processing workloads. More specifically, we performed 
a run across all of the TPC-H benchmarks, a valid benchmark “mode” for TPC-H. (N.B. The authors of this 
white paper have no affiliation to the official TPC Council.) Cost calculations were based on using the 
Sept. 2021 list price of AWS EC2 instances for compute only, omitting I/O costs (assumed to be roughly 
equivalent) as well as software licensing.

Overall, we found that Bodo provided a 22.9x median speedup over Spark with an associated 95%+ 
compute cost reduction and 148x median speedup over Dask with an associated 99% compute cost 
reduction. We also found Ray could not handle these workload sizes yet, so we did not include it in our 
results. Note that we did not measure the time to create the cluster and data I/O time, as the cluster and the 
data source are the same and are independent of the data processing time.

TPC-H with 16 c5n Media Bodo Speedu-Up Bodo Compute Cost 
Savings (%)

Bodo vs. Spark (1TB) 23x 95%

Bodo vs. Dask (1TB) Dask Out of Memory n/a

Bodo vs. Dask (100GB) 148x 99%

Bodo vs. Ray Ray/Modin Failed n/a

Bodo vs. Spark, Dask, Ray: Evaluation Summary Using the TPC-H benchmarks

Source: Bodo.ai
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At Bodo, we believe that transparent and reproducible benchmarking is an objective way to evaluate 
computational performance and scalability for the target use cases. Benchmarks are never perfect, but they 
help start a more informed conversation about a comparison of options. Well-chosen benchmarks are easy 
to understand, represent the target workloads well, and are easy to replicate.

We are indeed biased and recognize that we are not experts in Spark, Dask, or Ray. But we made our best 
effort to follow appropriate procedures and, we also made all the benchmark code available open-source 
(here) for others to replicate and build on. In addition, we plan to publish more third-party benchmarks of 
Bodo (see this recent post as an example). We invite all interested parties to report your findings and help us 
improve the accuracy of our benchmarking process.

Baseline: What is Bodo? Why is it Faster?

Bodo is a compute engine that automatically provides true parallel computing with associated High-
Performance Compute (HPC) style speed. This is in contrast to other scaling technologies that follow a driver-
executor task scheduling paradigm, a less resource-efficient distributed computing approach. Because Bodo 
utilizes the HPC paradigm for data operations, it is most often orders of magnitude faster for a class of very 
large data processing workloads, and an order of magnitude more cost-efficient from a computing resources 
perspective.

In contrast to using additional libraries and frameworks, Bodo is a new type of inferential compiler offering 
automatic parallelism and high efficiency, surpassing 10,000+ cores. The Bodo engine can be used with 
standard Python libraries such as Pandas, SciKit Learn and NumPy and popular cloud-based data lakes and 
warehouses. Anyone can try Bodo for free for up to 8 cores; contact us if you need to scale further.

Why TPC-H?

Data processing workloads such as ETL are complex, messy, and use case dependent, making it challenging 
to develop representative and straightforward comparisons for them. There are some benchmarks such as 
1.1 Billion NYC Taxi and db-benchmark that are occasionally used. Still, they are too simplistic (e.g., just a 
single join or groupby operation) and they do not provide scalable dataset generation. We believe that some 
of the industry-standard TPC benchmarks, such as TPC-H, are much better starting points. (our results are not 
audited by the TPC council)

https://github.com/Bodo-inc/Bodo-examples/tree/master/examples/tpch
https://bodo.ai/blog/bodo-powered-enterprise-scale-data-engineering-with-python
https://bodo.ai/learning-center/what-is-auto-parallelization
https://en.wikipedia.org/wiki/Parallel_computing
https://bodo.ai/learning-center/what-is-an-inferential-compiler
https://bodo.ai/technology/
https://bodo.ai/community-edition
https://bodo.ai/contact/
https://toddwschneider.com/posts/analyzing-1-1-billion-nyc-taxi-and-uber-trips-with-a-vengeance/
https://github.com/h2oai/db-benchmark
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Although TPC benchmarks are traditionally used for SQL database use cases and do not capture many of the 
challenges of today’s analytics and ML data pipelines, some of the same database-like patterns also exist in 
more complex data workloads. We chose TPC-H since its queries are simpler to convert to Python than others 
like TPCxBB and TPC-DS, but it still provides representative computations. According to the TPC website, 
TPC-H “illustrates decision support systems that examine large volumes of data, execute queries with a high 
degree of complexity, and give answers to critical business questions”. We wrote equivalent Python versions 
of TPC-H SQL queries to evaluate Python systems (Bodo, Dask, Ray/Modin) for this white paper (PySpark 
DataFrames are just wrappers around SQL, so we use SQL to avoid surprises). We plan to evaluate other 
TPC benchmark suites such as TPCxBB and TPC-DS, and create new and more representative data processing 
benchmarks in the future.

As an example, below is TPC-H query 18 in SQL and Python for comparison. It ranks customers based on 
their large quantity orders:

SQL Code

select c_name, c_custkey, o_orderkey, o_orderdate,
    o_totalprice, sum(l_quantity)
from customer, orders, lineitem
where o_orderkey in (
    select l_orderkey from lineitem group by l_orderkey
        having sum(l_quantity) > 300
    )
    and c_custkey = o_custkey and o_orderkey = l_orderkey
group by c_name, c_custkey, o_orderkey,
    o_orderdate, o_totalprice
order by o_totalprice desc, o_orderdate
limit 100

Bodo Code

import bodo
import pandas as pd
import numpy as np

@bodo.jit
def q18(lineitem, orders, customer):
    gb1 = lineitem.groupby(“L_ORDERKEY”, as_index=False)[“L_QUANTITY”].sum()
    fgb1 = gb1[gb1.L_QUANTITY > 300]
    jn1 = fgb1.merge(orders, left_on=”L_ORDERKEY”, right_on=”O_ORDERKEY”)
    jn2 = jn1.merge(customer, left_on=”O_CUSTKEY”, right_on=”C_CUSTKEY”)
    gb2 = jn2.groupby(
        [“C_NAME”, “C_CUSTKEY”, “O_ORDERKEY”, “O_ORDERDATE”, “O_TOTALPRICE”],
        as_index=False,
    )[“L_QUANTITY”].sum()
    total = gb2.sort_values(
        [“O_TOTALPRICE”, “O_ORDERDATE”], ascending=[False, True])
    print(total.head(100))

http://tpc.org/tpch/default5.asp
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Our Test Setup

The software versions we used are:
• Bodo 2021.10
• AWS EMR 6.3.0
• PySpark 3.1.1
• Dask 2021.9.1
• Dask-MPI 2.21.0
• Ray 1.6.0
• Modin 0.11.0
For our comparison testing, we used a cluster of 16 c5n.18xlarge AWS instances with 576 physical CPU 
cores and 3 TB of total memory. This “compute-optimized” cluster provides high computing power and high 
network bandwidth which are critical for effective parallel computations. We chose on-demand instances for 
simpler cost calculations, but similar conclusions can be expected from other instances such as Spot as well. 
Our benchmark setup cluster details are as follows:

Bodo vs. Spark

Apache Spark is a well-known framework for large-scale data processing. Bodo targets the same large-scale 
data processing workloads such as ETL, data prep, and feature engineering. We benchmarked Bodo vs. 
Spark using the scale factor 1,000 of TPC-H (~1 TB dataset). For the Spark testing, we used default AWS EMR 
without autoscaling to spawn the 16 c5n.18xlarge cluster (1 driver and 15 workers) equivalent compute step to 
Bodo. AWS EMR default also allocates 1152GB of EBS storage for Spark, but we omitted the EBS cost since it 
is small compared to compute cost.

Benchmark Cluster

Cloud Provider AWS

Number of Nodes 16

EC2 Instance Type c5n.18xlarge

Instance Cost (On-Demand) $3.888 USD/hr/instance

Total Physical Cores 576

Network Speed 100 Gbps

Data Scale Factor Bodo vs. Spark: 1000 (1 TB) 
Bodo vs. Dask: 100 (100 Gb)

Data Format Parquet

EBS Storage Spark: 1152 GB/instance 
Bodo/Dask: 16 GB/instance

Source: Bodo.ai

https://spark.apache.org/
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The graph below illustrates the compute times of Bodo and Spark for the 22 TPC-H queries (excluding I/O, 
which has roughly similar performance). We ran each sets of queries thrice and report the average of those 
three runs in the table below. Across the queries we found that Bodo consumed 83%-98% less computing 
time than Spark (based on equivalent compute clusters), and was 6x-65x faster than Spark with a median 
22.9x overall speedup. We found that in general, Bodo’s speed-up is larger for more complex queries and 
smaller for the simpler queries. Corresponding compute cost on AWS EC2 was approximately $14.73 for 
Spark, and approximately $0.68 for Bodo.
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TPC-H SF1000: Bodo vs. PySpark on AWS 16 c5n.18xlarge  
Speedup vs. Query

TPC-H 
Query

Bodo Time  
(seconds)

Spark Time  
(seconds)

Bodo vs Spark  
Speed-Up Ratio(x)

1 1.93 18.04 9.35

2 1.2 16.79 13.99

3 2.22 29.5 13.29

4 1.63 28.16 17.28

5 1.31 43.94 33.55

6 0.53 17.98 33.93

7 1.84 42.12 22.89

8 1.68 49.66 29.56

9 2.84 80.47 28.34

10 2.2 50.38 22.9

11 0.53 13.64 25.73

12 1.94 29.25 15.08

13 2.07 11.75 5.68

14 0.71 28.66 40.36

15 0.61 40 65.58

16 0.74 12.01 16.23

17 3.26 71.41 21.9

18 1.84 75.68 41.13

19 0.58 20.89 36.02

20 1.06 38.73 36.53

21 7.33 121.39 16.56

22 1.38 12.43 9.01

Total 39.43 852.9 21.63x

Median 22.90x

Source: Bodo.ai

Bodo vs. Dask

Dask is a Python library that provides “Pandas-like” and other APIs for scaling Python workloads through a 
centralized task scheduler. By their own admission, Dask still needs to resolve several of its shortcomings to 
handle large-scale data-intensive workloads such as ETL (better explained by Dask contributors). It is not a 
direct replacement for pandas. Nevertheless, Dask is sometimes considered for large-scale data workloads by 
developers, making our quantitative comparison necessary.

We first tried running Dask with the same benchmark setup as the previous Bodo/Spark comparison (16 
c5n.18xlarge cluster, 1TB input data). Dask failed to load the scaling factor 1,000 data (even though the 
cluster’s memory capacity is three times the input data). Therefore, we switched to using scaling factor 100 
for input data (~100GB). We deploy Dask with 1 scheduler and 576 workers using dask-mpi.

https://coiled.io/blog/dask-as-a-spark-replacement/
https://saturncloud.io/blog/dask-is-not-pandas/
https://saturncloud.io/blog/dask-is-not-pandas/
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The graph below illustrates the compute times of Bodo and Dask for the 22 TPC-H queries (excluding I/O). 
Dask ran out of memory for query 21, even though the cluster memory capacity is 30 times larger than input 
data. (note: While Dask can be configured to spill into disk, this significantly impacts performance. So we 
omitted this config altogether to avoid negatively skewing Dask results.)

Across all queries, Bodo was found to be 8x to 496x faster than Dask, with a median of 148x median 
speedup (we excluded Q21 from the Dask runtime). Corresponding compute costs on AWS EC2 were 
$23.14 for Dask, and $0.12 for Bodo.

Based on these results, we found that Dask is currently not suitable for large-scale data processing workloads. 
We further validated with 3rd party Dask experts to confirm that our code follows standard Dask dataframe 
practices. Further optimization can deliver an additional 2-3x speed increase, but would break the code away 
from standard Pandas semantics and is not trivial to implement for anyone who is not a Dask expert. Since 
Dask’s architecture is fundamentally similar to Spark (driver-executor task scheduling), we believe that Dask 
can, at best, match Spark’s performance (after significant development effort) but not Bodo’s.
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TPC-H SF100: Bodo vs. Dask on AWS 16 c5n.18xlarge Speedup vs. Query

TPC-H Query Bodo Time  (seconds) Dask Time (seconds) Bodo vs Dask  Speed 
Up Ratio (x)

1 0.34 2.76 8.19

2 0.45 12.04 26.79

3 0.54 41.71 76.53

4 0.23 112.53 495.67

5 0.4 108.43 268.99

6 0.05 2.65 56.51

7 0.59 88.51 148.81

8 0.59 109.29 184.72

9 0.58 116.67 201.07

10 0.86 259.11 301.05

11 0.1 2.36 24.02

12 0.38 35.2 93.61

13 0.16 12.02 73.24

14 0.19 31.58 162.09

15 0.09 3.06 33.26

16 0.32 106.25 334.3

17 0.25 98.82 392.73

18 0.25 99.65 406.45

19 0.09 33.03 369.25

20 0.32 42.9 134.56

21 0.81 Out-Of-Memory /

22 0.22 20.55 92.47

Total 7.00 (w/o Q21) 1,339.12 (w/o Q21) 191.3

Median 148.81x

Bodo vs. Ray/Modin

Ray is a Python framework for scaling Python workloads, originally developed for reinforcement learning 
applications. Ray can support data processing through the Modin package, which claims to scale Pandas by 
“changing a single line of code”.   We tried to run TPC-H queries on Ray/Modin on the same 16 c5n.18xlarge 
cluster, but it ran out of memory for any dataset larger than 10 GB (even though the cluster has 3 TB of 
memory). This is highly unexpected since Modin claims to scale to 1TB+ datasets. For the 10 GB dataset, 
Ray/Modin was slower than Pandas in many cases. We checked the Modin logs to ensure it doesn’t fall back 
to Pandas for large computations (only one query did).

Therefore, we found Ray/Modin not to be currently capable of processing large datasets for the target use 
cases, and we plan to try again later. Architecturally, Ray uses similar task scheduling mechanisms as Spark 
and Dask, so we don’t expect it to reach Bodo’s performance levels.

https://www.usenix.org/conference/osdi18/presentation/moritz
https://www.usenix.org/conference/osdi18/presentation/moritz
https://github.com/modin-project/modin
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Conclusion

Simple-but-representative benchmarks can help compare and contrast data processing system performance 
for workloads like ETL and data prep. We used TPC-H queries translated to Python to compare the 
performance of Bodo’s HPC-based inferential compiler approach to distributed task scheduling libraries like 
Spark, Dask, and Ray. Because Bodo utilizes a truly parallel HPC-style paradigm for data operations, it is often 
orders of magnitude faster for classes of very large data processing workloads.

Indeed, our benchmark efforts found Bodo to be on median 23x (in total 21.6x) faster than Spark and on 
median 148x (in total 191.3x) faster than Dask on the TPC-H test suite, which represents large-scale data 
processing workloads such as ETL. The speed-ups also translate to over 95% infrastructure cost savings as 
well. We invite the data engineering community to replicate our results and educate us about their most 
critical workloads.

TPC-H using 16 
c5n.18xlarge

Total Execution Time 
 (for all queries)

AWS infrastructure cost  
(for all queries)

Bodo (SF 1000)* 39.4s $0.68

Spark (SF 1000)** 852.90s $14.73

Bodo (SF 100)* 7.0s $0.12

Dask (SF 100)* 1,339.1s $23.14

Ray n/a n/a

You can try Bodo for Free for up to 8 cores at bodo.ai and contact us if you need more cores.

Source: Bodo.ai* AWS EC2 on-demand c5n.18xlarge instance: $3.888/h (list price) 
** does not include additional EMR cost: $0.27/h, nor EBS cost

Bodo vs. Spark, Dask, Ray:  
Performance and Cost Evaluation Summary using TPC-H Benchmarks

https://bodo.ai/community-edition
https://bodo.ai/contact/
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How the World Computes

© Bodo Inc., 2022 Founded in 2019, Bodo.ai is an extreme-performance parallel compute platform for data analytics, scaling past 10,000 cores and petabytes 
of data with unprecedented efficiency and linear scaling. Leveraging unique automatic parallelization and the first inferential compiler, Bodo is helping F500 
customers solve some of the world’s most massive data analysis problems. And doing so in a fraction of traditional time, complexity, and cost, all while leveraging 
the simplicity and flexibility of native Python. Developers can deploy Bodo on any infrastructure, from a laptop to a public cloud. Headquartered in San Francisco 
with offices in Pittsburgh, PA, the team of passionate technologists aims to radically accelerate the world of data analytics.   http://bodo.ai #LetsBodo

http://bodo.ai

