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Abstract
Airborne time-domain electromagnetic surveys are effective tools for mineral
exploration and geologic mapping. 3D inversion of airborne electromagnetic
data is a challenging computational problem. The size of the surveys and the
spatial resolution required to adequately discretize the transmitters and receivers
results in very large meshes. Solving the forward problem repeatedly on such a
mesh can quickly become impractical. Fortunately, using a single mesh for both
the forward and inverse problem for all of the transmitters is not necessary. The
forward problem for a single source or a small group of sources can be solved
on different meshes, each of which only needs to be locally refined close to the
selected transmitters and receivers. Away from the selected transmitters and
receivers, the mesh can be coarsened. The forward problem can then be broken
into a number of highly parallel problems. Each forward modelling mesh is
optimized specifically to the selected transmitters and receivers and has far
fewer cells than the fine inversion mesh. Further efficiency can be gained by
using stochastic Gauss–Newton methods where a stochastic approximation to
the gradient, Hessian or both are used. In this paper, we present new algorithms
for airborne data inversion and their implementation using a finite volume
discretization on OcTree meshes. We demonstrate our approach on a large-
scale synthetic versatile time-domain electromagnetic surveying data set.
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1. Introduction

Geophysical electromagnetic (EM) techniques are imaging techniques that are commonly
used in the exploration of conductive targets inside the earth. In particular, the methods are
used for the detection of minerals (that are typically conductive), hydrocarbons (that are
resistive), contaminants, fresh and sea water and much more [1, 2]. Depending on the target
characteristics, electric or magnetic sources are used and receivers are placed such that they
record some or all the EM (this is, electric and magnetic) fields. The goal of EM inverse
problems in this context is to estimate the earth’s resistivity given the measurements of the
EM fields at some points in space and time.

Given the wide applicability of EM techniques, solving EM inverse problems is now
common in many geophysical applications. Many algorithms and codes exist; most codes are
based on a numerical solution of Maxwell’s equations in partial differential equations (PDE)
form and use finite difference, finite volume (FV) or finite element methods (see, for example,
[3–11] and references within). Such approaches have proved to be useful when dealing with
complex 3D fields and topography or bathymetry.

Most (if not all) large-scale EM inversion codes are based on optimization where data
misfit is minimized together with some regularization functional. Due to the complexity of
the problem simple descent algorithms are used, the most common ones being the inexact
Gauss–Newton method [5], nonlinear conjugate gradient [12] and limited memory BFGS [6].
Roughly speaking, in such methods, one computes the forward problem by solving Maxwell’s
equations for all sources and receivers and then computes the gradient of the misfit function
by solving the adjoint problem. The Hessian is then approximated and inverted by an iterative
method (typically PCG) and a step towards the minimum is taken. This process is repeated
until some stopping criteria are satisfied.

While EM inversion codes exist for over a decade they struggle for some common
exploration scenarios:

• The number of sources and receivers is very large. Then, in order to solve the forward and
adjoint problems, one requires to solve many PDEs. For problems that contain ns sources
and nr � ns receivers, at least 2ns PDEs have to be solved at each iteration. For problems
where ns is large, the computation quickly becomes infeasible using ‘standard’ hardware;
a massively parallel environment is needed if we are to use existing algorithms.

• The resistivity model consists of a huge volume that includes many scales (typically from
hundreds of kilometres to a few tens of metres) and the data is recorded on some fine scale
(typically tens of metres). This implies that local features of the model are important if we
wish to fit the data locally and, at the same time, global (sometimes referred to as regional)
scales are important as they can introduce global trends to the data, such as regional bias.

Nonetheless, such problems are very common in exploration geophysics.
Our motivation for this paper stems, in particular, from an exploration technique that

involves a small aircraft or a helicopter which carries a current loop source and a magnetic
receiver. The source produces a time-dependent magnetic field and the receiver records the
magnetic field that arises due to the earth’s response. Such surveys can cover hundreds
of thousands of square kilometres, transmitting and receiving a signal every few metres.
Therefore, until recently, such problems were considered as ‘too large to be solved’ in 3D
without high performance computing [13] or simplifications that employ 1D and 2D modelling
with 3D inversions [14].

In this paper we consider EM inverse problems that evolve from airborne electromagnetic
(AEM) surveys where the goal is to estimate the resistivity from the time series recorded at
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each receiver position. Our goal is to investigate approximation techniques for the solution of
the problem that enable the recovery of fine and regional scale in 3D. Furthermore, since such
problems are to be solved on some parallel platform, our attempt is to structure algorithms
that can naturally scale when the number of transmitters increases and when the number of
computational nodes increases.

To achieve this goal we combine two new concepts. First, we use a local mesh refinement
coupled with numerical homogenization in order to generate a local mesh for each transmitter–
receiver pair. This allows us to solve small scale decoupled problems that speed up the
computation of the forward problem. Second, we use stochastic programming techniques for
the solution of the resulting inverse problem. This allows us to work only with a relatively
small subset of sources and receivers at each iteration making the computation tractable.

The paper is structured as follows. In section 2 we discuss the forward problem, this is,
the numerical solution of Maxwell’s equations and the difficulty that arises when solving them
for regional EM surveys. We also introduce the concept of domain of influence. This concept
allows us to solve very large-scale problems at reduced cost and is the key for the simulation
of data that arise in regional problems. In section 3 we discuss the general methodology for
the solution of the inverse problem. Since the problem is solved using parallel architecture, in
section 4 we introduce stochastic programming algorithms that work well for problems where
the number of sources is large compared with the number of computational nodes. In section 5
we demonstrate the effectiveness of our method using a large-scale example and in section 6
we summarize the paper.

2. Solution of Maxwell’s equations for regional scale problems

In this section we discuss the solution of the time-dependent system of Maxwell’s equations
for problems that involve many sources and multiple spatial scales. We review the equations,
discuss their space and time discretization and show how to use locally refined mesh in order
to efficiently solve the problem.

2.1. Time-dependent Maxwell’s equations

We consider the following subset of Maxwell’s equations in linear, non-dispersive and isotropic
media where displacement currents are neglected (see [1] for details):

∇ × Ei = −μ∂tHi (1a)

∇ × Hi = Js
i + ρ−1Ei (1b)

Hi(0, x) = H0
i (1c)

∇ · μH0
i = 0 (1d)

(i = 1, . . . , ns). For brevity we omit the space and time dependency of the electric field
Ei = Ei(t, x), the magnetic field Hi = Hi(t, x) and the source current density Js

i = Js
i (t, x).

The magnetic permeability μ = μ(x) and the electrical resistivity ρ = ρ(x) are assumed to
be scalar functions of space only. The ns systems (1) correspond to ns sources and need to be
solved in order to simulate the data. To complete the system we assume boundary conditions
of the form

n × (∇ × Hi) = 0 (1e)
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although other boundary conditions can be considered. The choice of the perfect electric
conductor boundary condition (1e) is made for convenience and ease of implementation. Note
that the lack of simple but accurate boundary conditions for a finite domain always requires a
domain of sufficient extent such that the approximate nature of the boundary conditions does
not deteriorate the solution at the points of interest.

Before we discuss the solution of the system we need to discuss the sources. For the
applications considered here the source Js

i has a finite support that is small with respect to the
domain that the equations are solved on. Since Maxwell’s equations are diffusive, the fields
rapidly decay away from the source.

The numerical solution of the initial-boundary value problem (1a)–(1e) is derived in
two steps. First, we semi-discretize the system in space using the either FV method or finite
elements (FEM) and second, a time stepping technique is applied. In this work we present
the FV discretization however, using the FEM discretization discussed in [6] is also straight
forward.

To this end we formulate the initial-boundary value problem (1) in an equivalent variational
form and seek the extremal point of the energy functional [15]

ψ(Hi) = 1

2

∫
�

(∇ × Hi)
�ρ(∇ × Hi) dV + 1

2

∫
�

μ∂t |Hi|2 dV −
∫

�

ρ (∇ × Hi) · Js
i dV (2)

for all times t > 0 and subject to the initial condition (1c).

2.2. Discretization in space—mesh decoupling

Considering the discretization in space one encounters a major difficulty for the problem at
hand. For airborne surveys one needs to consider a very large volume where ρ(x) contains
many scales, from tens of metres to a few tens of kilometres as EM data can reveal global trends
of a few kilometres as well as small conductive bodies that are close to the surface. Consider
first that the resistivity is given on a fine mesh S almost everywhere in the domain. One can
consider using S and discretize the system on it. However, such a mesh may contain tens or
even hundreds of millions of cells. Integrating the system in time on such a mesh is infeasible
using common hardware. To alleviate this difficulty it has been suggested in [13] to use a local
mesh Si ⊂ S that is, to terminate the domain of discretization for each source and simply
ignore far away resistivity structures. However, this approach can generate large inaccuracies
in many practical cases. For example, ignoring an ocean or a large topographic feature that
are very conductive can bias the data significantly, even if the feature is relatively far away.
Clearly, one would like to represent large conductors or low spatial frequency features far
away ignoring high spatial frequency resistivity features.

Therefore, a better approach that we propose here is based on two main ingredients. First,
rather than terminating the mesh we propose the use of a locally refined mesh Si that allows
for the use of small mesh near the ith source/receiver and a large mesh far away. Second,
we combine our locally fine mesh with a homogenization strategy for far away resistivity
structures. This allows us to represent large conductors that are far away on a coarse mesh
and to not ignore them when solving the forward problem. The combination of this process is
demonstrated in figure 1.

In order to have a fine mesh close to the source and a coarse mesh further away we
use an OcTree mesh that is locally refined. Our approach is similar to the work published
for dc resistivity in [16] using unstructured tetrahedral meshes. OcTree meshes are semi-
structured meshes that make a good compromise between structured tensor product meshes
and completely unstructured tetrahedral or hexahedral meshes. An OcTree cell can be seen
as the union of smaller cells from an underlying regular mesh, that is, tensor product base
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Figure 1. Horizontal slice through a local Si mesh (a) and through the global mesh S
(b). The inverse problem is solved on the global mesh which reflects the sensitivity of
a survey covering the finely discretized rectangular area. The forward problem for a
subset of transmitters/receivers at the lower left corner of the survey area is solved using
the local mesh.

mesh. The underlying regular structure of the OcTree mesh greatly simplifies handling of
OcTree meshes. For example, computing the intersection of the OcTree mesh with a plane or
locating an arbitrary point in space within the OcTree mesh. These operations are non-trivial
tasks on unstructured meshes. At the same time, uniting smaller cells to form a larger OcTree
cell allows for purely local mesh refinement/coarsening. This feature comes at the expense of
introducing hanging nodes, edges and faces. However, it provides some geometric flexibility
that regular meshes lack and it greatly reduces the size of the linear system which eventually
has to be solved for the forward problem. For a detailed discussion about OcTree meshes and
their use in computational science see [17]. For OcTree discretization of Maxwell’s equations
see [15, 18].

To solve the forward problem for the ith transmitter/receiver we use an OcTree mesh
Si that is tailored for this task (figure 2). There are two approaches for the computation of
such a mesh. First, one can adaptively refine the mesh, using a posteriori error estimation
and goal-oriented mesh design [8, 19]. This can produce meshes with the least number of
cells, however, it comes with the expense of solving the system a number of times, iteratively
refining the mesh. A second approach that we choose here is to use a priori mesh design.
In this case one uses the analytic solution of Maxwell’s equations (Green’s function) for a
simplified resistivity model in order to design a mesh (see [17]). While the mesh is clearly less
optimal (in terms of number of mesh points) than a mesh created using a posteriori estimates,
its generation is fast and does not require multiple solutions of the forward problem. In either
case, the local mesh size is chosen according to the spatial variation of the solution; small cells
are required where the magnetic field varies rapidly and larger cells where the magnetic field
varies slowly. For the AEM problem we have to consider three areas of rapid field changes:

(i) near the transmitter during on-time,

(ii) near the receiver while measurements are taken,

(iii) in the subsurface during off-time.
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Figure 2. OcTree mesh designed for a single transmitter/receiver pair at (x, y, z) =
(0 m, 0 m, 37.5 m). Fine cell size is h = 12.5 m.

On-time denotes the time when the transmitter is active, off-time when it is inactive. The field
generated by the current in the transmitter loop during on-time rapidly decays away from the
loop. During off-time, the magnetic field is solely caused by induction currents in the earth.
These currents can be approximately modelled by a system of ring currents that starts as a
mirror image of the transmitter current at the earth’s surface and propagates into the earth
increasing its radius like a ‘system of ‘smoke rings’ blown from the transmitter loop’ [20].
However, as discussed in [21] and by [8] we also have to consider the solution of the adjoint
problem in order to obtain an accurate solution for the sensitivity at the receiver location.
To first order approximation, a fictitious horizontal current loop at the receiver location acts
as source for the adjoint problem if the vertical magnetic induction or its time derivative are
measured. The fictitious current is active at times when measurements are taken. Similarly to
the field generated by the transmitter during on-time, the adjoint field of the fictitious current
loop decays rapidly away from the receiver location.

Tailoring a mesh to the solution for a single transmitter results in the mesh with the
least number of cells. Single transmitter meshes can be combined to form a mesh which
accommodates several sources by choosing the smallest cell size from each of the individual
meshes. This, however, increases the total number of cells in the resulting mesh unless the
transmitters are very close. To solve the forward problem for ns sources we subdivide the
sources into small groups of size ng and solve using ns/ng separate meshes. Choosing a group
size ng > 1 has some advantages over solving with ns minimum size single transmitter meshes.
This is because each mesh requires storage and because the assembly of discrete differential
operators implies some computational overhead. The computationally most intense part of the
solution, however, is the solution of a system of linear equations at every time step. Using
sparse direct solvers, we have to compute a matrix factorization for every transmitter group
which, then, can be reused for every time step and all transmitters on the same mesh. The
advantage of grouping transmitters on a single mesh is counter-acted by the increasing problem
size, that is, the increase in number of cells leads to a larger system of linear equations which
can be solved far less efficiently than a smaller system. Here, a sensible balance needs to be
found which, in general, is problem- and hardware-dependent. We study this dependency in
our numerical experiments.
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To complete this section we briefly outline the spatial semi-discretization. FV
discretization of (2) on an OcTree mesh [15, 18] leads to the following system of differential
algebraic equations

Ki(mi)hi(t) + Mi(μ)∂thi(t) = si(t) for 0 < t � T , (3a)

hi(0) = h0
i (3b)

where

Ki(mi) = C�
i Mi(mi)Ci, (3c)

si(t) = C�
i Mi(mi) js

i (t), (3d)

Ci is the discretization of ∇ × on the mesh Si and

Mi(μ) = diag(Ae
i μ), (3e)

Mi(mi) = diag(Af
i exp(mi)). (3f)

The matrix Af
i is the cell to face averaging matrix (see [15] for details) and mi is the model

vector containing the log resistivity for each cell in our local mesh. The vector mi is obtained
by homogenization or upscaling of the log resistivity model m that is discretized on S to the
mesh Si (see discussion below). Similarly, the matrix Ae

i is the cell to edge averaging matrix
and the vector μ contains the magnetic permeability of each OcTree cell (see [15, 18] for a
complete derivation of these matrices). For most earth materials μ changes very little and,
therefore, in this work we assume that μ = μ0 = 4π × 10−7 Hm−1 although our formulation
and implementation allows for heterogeneous μ.

The magnetic field Hi is discretized on the edges of the OcTree mesh. The discretized
field is represented by the (time-dependent) vector hi(t) which contains the average tangential
magnetic field along all edges. Similarly, the source current density Js

i is discretized on the
faces of the OcTree mesh and represented by the vector js

i (t).
The discretization of Maxwell’s equations on the mesh Si requires the representation

of the resistivity on this mesh. Assuming that the resistivity is given on the finer inversion
mesh S this requires a homogenization step where the fine scale resistivity is averaged to the
coarse mesh. To homogenize the resistivity one can take a number of different approaches.
Sophisticated homogenization schemes have been suggested in [22]. A more simple approach
that fits better our quasi-static simulation is presented in [5, 12].

Here we use simple averaging. Such an approach has the advantage that it can easily be
differentiated when considering the inverse problem. To that end we introduce a restriction
matrix Pi that maps cell values in the global mesh S to cell values in the local mesh Si. Note
that we construct the meshes such that Si is nested in S. The value of the parent cell in Si is
simply obtained by volume-weighted averaging of the values of the child cells in S. Using
this averaging matrix we compute the model vector on the mesh Si by

mi = − log (Pi exp(−m)) (4)

where the functions log and exp are applied elementwise to vector arguments. Since m = log ρ,
this approach constitutes harmonic averaging of resistivity. We have also experimented with
arithmetic averaging of resistivity as well as with arithmetic averaging of log resistivity as
commonly done in nonlinear multigrid applications [23]. In our experiments we have seen
rather small differences between these averaging schemes.
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2.3. Time discretization

Finally, we integrate the initial value problem (3) in time. There are a number of approaches
for time discretization. Explicit methods require many time steps and, therefore, are usually
avoided. Recently, a number of authors suggested to use exponential integrators for the solution
of the problem [11, 24]. While the techniques are attractive for a step-off function, they are
much less attractive in the presence of a non-trivial source current waveform which are recorded
in virtually any realistic system. Furthermore, the computation of the Jacobian in exponential
integrators is highly non-trivial. We therefore use the backward Euler method with time steps
δtk = tk − tk−1 (k = 1, . . . , nδt ; t0 = 0). This leads to the sequence

(Mi(μ) + δtkKi(m)) hi,k = δtksi,k + Mi(μ)hi,k−1 (5)

which we write as a larger system for all times⎛⎜⎜⎜⎝
Li,1

−Mi(μ) Li,2

. . .
. . .

−Mi(μ) Li,nδt

⎞⎟⎟⎟⎠
⎛⎜⎜⎜⎝

hi,1

hi,2
...

hi,nδt

⎞⎟⎟⎟⎠ =

⎛⎜⎜⎜⎝
Mh0 + δt1si,1

δt2si,2
...

δtnsi,nδt

⎞⎟⎟⎟⎠ (6a)

where

Li,k = Mi(μ) + δtkKi(mi) (6b)

and the subscript k in hi,k and si,k denotes the magnetic field and source vector at time tk.
System (6) can be solved row by row for times t1, t2, . . ., and involves inverting the matrix Li,k

at every time step. This matrix is sparse, symmetric and positive definite for all δtk > 0. We
use the sparse direct solver MUMPS [25] for the solution of the linear system. While direct
solvers require factorization, choosing equal time steps for groups of time steps allows us to
reuse the same factorization for all time steps within each group. Furthermore, for sources that
are close by we use the same mesh and can reuse the factorization for all sources on this mesh.

For further reference we re-write (6) in more compact form as

Ai(mi)ui = bi. (7)

The solution vector ui in (7) contains the discrete magnetic field at all OcTree mesh edges and
at all discrete times. The measured data in airborne applications is typically −∂Bz/∂t and can
be computed from ui by finite differencing in time and interpolation in space and time. For
source/receiver i we have

di(mi) = Qiui = Qi [Ai(mi)]
−1 bi (8)

where the matrix Qi contains the interpolation weights and finite difference coefficients for
the ith source and all time steps.

2.4. Solution strategy

The subscripts for Ai and mi indicate that we discretize each source on a potentially different
mesh. As previously discussed, the ith OcTree mesh is fine only in the vicinity of the ith
transmitter/receiver and can be coarse elsewhere. This is to be contrasted with a single OcTree
mesh which accommodates all sources and, therefore, requires a significantly larger number
of fine cells. The OcTree mesh size translates directly into the size of the system matrix. As
we show in our numerical experiments, solving the forward problem with ns sources using
ns different but small system matrices is much more efficient than solving with a single but
large system matrix. This is true for a sequential implementation and even more for a parallel
implementation because each of the ns solutions can be computed independently.
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Table 1. Solution of the forward problem using a different number of local meshes and
a different number of sources per local mesh. S: sequential version using multi-threaded
BLAS with 12 threads; P: parallel version using 12 parallel instances and single-threaded
BLAS. Run times for two hexa-core Intel R© Xeon R© X5660 CPUs @ 2.8 GHz, 64 GB
shared RAM.

Memory in GB Time in min

# Meshes # Sources per mesh # Cells per mesh S P S P

1 108 97 770 24.6 217
12 9 16 416–22 940 4.1 42.2 37.0 9.9
36 3 10 095–17 046 3.0 26.2 25.6 5.6

108 1 7176–12 888 2.0 21.6 26.1 4.9

Unfortunately, the discussion above is very much problem-dependent. There are a number
of options when designing local meshes for the efficient solution of the problem. First, it is
possible to fit a different mesh for each source, obtaining ns small meshes. At the other end of
the spectrum one can use a single mesh for all sources. In many cases, this would result in a
huge mesh that is impractical to use unless a computational platform is available that allows
access to a huge amount of memory. A compromise is to ‘lump’ close-by sources and use a
single mesh for them. This results in a slightly larger matrix compared to the single source
mesh but allows the utilization of matrix decomposition for multiple sources and time steps.
It is important to stress that there is no single strategy that works for all cases. The distance
between the sources, the number of sources, the available computer memory and the number
of processors are all factors in the choice of how many meshes should be used to obtain an
close to optimal forward solver. However, we have noticed that using very few (in most cases
a single) source per mesh has many advantages. Two of the main advantages are as follows.

• For problems where all meshes have approximately the same number of cells, the size of
all linear systems is approximately the same. In a parallel environment this can be very
important as the work done at each computational node takes approximately the same
time. This implies that nodes do not wait idling for a slow process (solving a larger than
average system of equations) to complete.

• A single source per mesh simplifies mesh design as most meshes are very similar. If
hundreds of thousands of meshes need to be generated, fast algorithms and robust mesh
design can be crucial.

For the solution of the inverse problem we, therefore, use a single source per mesh as default.

2.5. Numerical experiments with the forward problem

When using decoupled meshes, it is possible to use larger meshes that can model a number of
sources or smaller meshes that model very few sources. In this subsection we experiment with
a common airborne data acquisition scenario to attempt to find the optimal mesh for the AEM
problem. Fixing the total numbers of sources at 108 we consider four cases with 108, 9, 3 and
1 sources per mesh and, correspondingly, with 1, 12, 36 and 108 local meshes (table 1). The
experimental setup involving a total of 108 sources is small enough that we can actually solve
the forward problem for all sources on a single mesh, which consists of 97 770 cells. Note
that this is impractical for realistic numbers of sources; it is even impractical for the second
experimental setup in section 5 where we consider 1020 sources and where the single mesh
for all sources consists of 376 748 cells.

9
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For this experiment, we discretize time in 207 time steps with seven different time step
lengths δt (6). Using a direct solver (MUMPS [25]), we compute seven Cholesky factors
for each mesh. The Cholesky factors are subsequently used to carry out 207 × 2 triangular
solves for all local sources. Table 1 shows that the forward solution on the mesh which
accommodates all 108 sources requires 24.8 GB of memory and takes 3.6 h to complete.
The large memory footprint is mainly due the size of the Cholesky factors (system matrix
size is 312 881 × 312 881). The largest part of the run time is spent in backward and forward
substitution for 207 × 108 = 22 356 right-hand sides involving the large Cholesky factors.

Mesh size and, therefore, system matrix size are significantly reduced if we break up
the problem in a number of local meshes. Solving the forward problems for all local meshes
sequentially, we can reduced memory footprint and run time by an order of magnitude. Table 1
shows that three sources per mesh lead to a slightly shorter run time than a single source per
mesh. The savings of solving slightly smaller triangular systems on 108 meshes do not balance
the extra overhead of assembling and factorizing additional (108 − 36) × 7 = 504 system
matrices.

These results were computed using a low level of parallelization: the local meshes are
treated in a sequential way; MUMPS is run in its sequential mode and linked against the multi-
threaded Intel R© MKL BLAS library using 12 threads. The local mesh approach, however,
offers a high level or parallelization. Employing the MATLAB Parallel Computing Toolbox,
we assign 1, 3, or 9 of the 12, 36, 108 local meshes to each of 12 parallel workers and solve the
forward problems in parallel. Each worker uses the sequential MUMPS which is now linked
against the single-threaded Intel R© MKL BLAS library.

Compared to the sequential version, the memory footprint is considerably larger because
we keep in memory seven Cholesky factors for each of the 12 workers. The ratio of the
measured peak memory usage (table 1) for the parallel and the sequential version is slightly
smaller than 12. A factor of 12 is a worst case estimate which we only expect to occur if all local
meshes have the same number of cells. In terms of run time, the high level of parallelization
outperforms the low level of parallelization by a factor of 4 to 5 (table 1). In the parallel
version, a single source per mesh turned out to be slightly faster than three sources per mesh.
Compared to the single mesh solution, we were able to reduce the run time by a factor of 44
from 3.6 h to 4.9 min.

We conclude this discussion by mentioning that the sources in this experiment are well
separated on the mesh, by at least four cells. An immediate consequence is that the mesh
size grows with the number of sources. This eventually leads to the conclusion that a single
source or three sources per mesh yield the shortest run times. However, in other experiments
we have found that grouping sources which are very close can be more efficient. This is true,
in particular, if sources are located in the same mesh cell.

3. The inverse problem

The inverse AEM problem constitutes finding the spatial distribution of subsurface log-
electrical conductivity m(x) which explains observed data dobs

i (i = 1, . . . , ns) within some
assumed data uncertainty. In a standard AEM survey dobs

i is the time derivative of the vertical
magnetic induction ∂Bz/∂t at the ith transmitter/receiver location and all time channeles. In
some cases other components are also recorded and this can be beneficial to the inversion. We
assume a Gaussian noise model and denote by σ2

i = σ i � σ i the standard deviation of the ith
vector data.

The first step in estimating the model m(x) is its discretization on a mesh. To this end we
consider the discretized model m that is the discretization of the model m(x) on an OcTree
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mesh. There are many ways to choose an OcTree for the log conductivity. One simple way is
to unite all the meshes that are used for the forward problems setting

S = S0 +
ns⋃

i=1

Si (9)

where S0 is some base mesh that captures the known topography and geology and Si are the
meshes used for the solution of the forward problems. Note that the mesh for the model is
global, that is, it is fine wherever the forward mesh is fine and, therefore, it can be very large.
Nonetheless, as we see next, even though this mesh can be very large, very few operations are
needed to be done on the entire mesh.

The inverse problem is solved by adjusting the (discrete) model to approximately fit the
data. This leads to the following optimization problem for the estimated log resistivity m∗

m∗ = arg min
m

φ(m) = φd(m) + αφm(m) (10)

where φd denotes data misfit, α a regularization parameter and φm the regularization functional.
The data misfit is given by

φd(m) = 1

2

ns∑
i=1

1�θ (ri(m)) (11a)

where the Huber function

θ (x) =
{

x2 if |x| < c
2c|x| − c2 if |x| � c

(c > 0) (11b)

is applied elementwise to each entry of the scaled data residual vector of the ith source

ri(m) = 2√
nsnt

diag
(
σ−1

i

)
(di(m) − dobs

i ). (11c)

To evaluate di(m) we need to compute the solution of the forward problem as discussed
in section 2. Deviating from the notation in (8) we imply by di(m) that the model vector m on
the global mesh is mapped to the model vector mi on the ith local mesh by (4).

Collecting and scaling the residuals of all ns transmitters/receivers and all nt time channels
in the column vector

r(m) =

⎛⎜⎝ r1(m)
...

rns (m)

⎞⎟⎠ (12a)

we can write the data misfit in short form as

φd(m) = 1
2 1�θ (r(m)). (12b)

To complete the specification of the objective function φ(m) in (10), we define the
regularization functional to take the quadratic form

φm(m) = 1
2 (m − mref )�R�R(m − mref ) (13a)

where

R =
(

β0[diag v]1/2

β1[diag Afv]−1/2G

)
. (13b)

Here, the vector v contains the volume of each cell, the matrix G denotes the discrete cell-
centre gradient and Af is the cell to face averaging matrix (see [21]). This quadratic function
can be thought of as a discretization of the functional

φm(m) = 1

2

∫
�

β2
0 (m − mref)2 + β2

1 (∇(m − mref))2 dV. (14)

11
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The control parameters β0 and β1 balance between penalizing the distance to the reference
model mref and promoting smooth variations over the reference model.

To minimize the nonlinear objective function in (10) we use an approximation to the
Gauss–Newton method. Given the model m�, � = 0, 1, 2, . . ., an approximate Gauss–Newton
direction δm� is computed by inexactly solving the linear system

(Ĵ(m�−1)��(m�−1)Ĵ(m�−1) + αR�R)δm�

= −J(m�−1)��(m�−1)r(m�−1) − αR�R(m�−1 − mref ) (15a)

where J = ∇mr(m) and Ĵ is some approximation of J that is to be discussed next. �(m�−1)

is the diagonal matrix

�(m�−1) = diag η(r(m�−1)) (15b)

where the function

η(x) =
⎧⎨⎩1 if |x| < c

c

|x| if |x| � c
(15c)

is applied elementwise to the vector r(m�−1) and is related to the derivative of the Huber
function (11b) by θ ′(x) = 2xη(x). The model is then updated using a ‘soft’ line search

m� = m�−1 + ζ�δm� (15d)

where the step length control ζ� � 1 is chosen such that φ(m) is sufficiently reduced [26]. At
this point a few comments and observations are in order.

• Note that we use the superscript notation in m� to denote the model parameter vector of
the global mesh after the �th Gauss–Newton step and to distinguish it from the model
parameter vector mi of the ith local mesh.

• Note that the exact Jacobian J is used on the right-hand side of equation (15) while only an
approximate Jacobian Ĵ is used on the left. This guarantees an exact gradient and therefore
linear convergence [27]. The approximate Jacobian on the left-hand side is discussed at
length in the next section.

• As we discuss next, the complete Jacobian is never calculated explicitly and, rather,
matrix-vector products are evaluated.

• The linear system is solved using the preconditioned conjugate gradient (PCG) method
with R�R as a preconditioner.

It is worthwhile examining the sensitivities for this problem in some depth. Let nc be the
number of cells of the global mesh and nci be the number of cells in each sub-mesh used for
the forward problem. The sensitivity J(m�−1) in (15a) is the nsnt × nc Jacobian matrix

J(m) =

⎛⎜⎝J1(m)
...

Jns (m)

⎞⎟⎠ (16a)

evaluated at m = m� where the nt × nc matrix

Ji(m) = ∇mri(m) (16b)

is the sensitivity of the residual ri(m) to changes of the global model parameters m. Since we
assume that both nc and ns are very large, the matrix J(m) is difficult to deal with directly.

By virtue of the chain rule Ji(m) can be expressed in terms of the sensitivity of the residual
to changes of the local model parameters mi by

Ji(m) = Jloc
i (mi) Di(m) (16c)

12
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where

Jloc
i (mi) = ∇mi ri(mi)

= 2√
nsnt

diag(σ−1
i )∇mi di(mi) (16d)

and

Di(m) = ∇mmi

= [
diag(Pi exp(−m))

]−1
Pi diag(exp(−m)) [from (4)]. (16e)

Note that ∇mi di(mi) is completely defined on the ith local mesh. Since nci 
 nc, ∇mi di(mi) is
much smaller than ∇mdi(m). By implicit differentiation of (8) we finally find the expression

∇mi di(mi) = −Qi[Ai(mi)]
−1Gi(mi, ui) (17a)

where Gi(mi, ui) is the sparse matrix

Gi(mi, ui) =

⎛⎜⎜⎝
C�

i diag(Cih1) Af
i diag(exp(mi))

...

C�
i diag(Cihnδt ) Af

i diag(exp(mi))

⎞⎟⎟⎠ . (17b)

The vector ui = [Ai(m)]−1 bi collects the discrete magnetic field h1, . . . , hnδt of the ith source
at all time steps t1, . . . , tnδt (see (6)). Note that in order to compute the product with [Ai(mi)]

−1

we need to solve many systems of the form Li,kz = (Mi(μ)+δtkKi(mi))z = y. Since the local
meshes are small enough, we are able to compute the Cholesky decomposition of the sparse,
symmetric and positive definite matrix Li,k and reuse the Cholesky factor for the forward,
Jacobian and Gauss–Newton step calculation.

4. Algorithms for parallel architecture

In the previous section we discussed standard Gauss–Newton techniques for the solution of
the problem. Nonetheless, the problem at hand has a very special structure and is typically
solved on some parallel architecture. We therefore discuss modifications to be made in order
to efficiently solve the problem in parallel. We discuss a straightforward modification of the
Gauss–Newton method and then discuss two new techniques that are more efficient for some
common parallel architectures.

4.1. Parallel Gauss–Newton method

At each approximate Gauss–Newton step, we need to evaluate the gradient. This can be
decomposed in a sequence of sparse matrix-vector operations as follows,

∇mφd = J(m)��(m)r(m)

=
ns∑

i=1

[Di(m)]�
[
Jloc

i (mi)
]�

�i(mi)ri(mi)

= − 2√
nsnt

ns∑
i=1

[Di(m)]� [Gi(mi, ui)]
� [Ai(mi)]

−� Q�
i diag(σ−1

i )�i(mi)ri(mi). (18)

The computation requires solving the adjoint problem [Ai(mi)]
� zi = yi for each subdomain i.

This involves backward time stepping with yi = Q�
i diag(σ−1

i )�i(m)ri(mi) as the right-hand
side (see [28] for more details). When using parallel architecture, given a model mi each
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forward solve and its gradient are solved on the same node in parallel. This allows reusing
the matrix factorization needed for the solution of the forward problem in (6). Storing the
factorization on each node locally also allows for the reuse of the matrix factorization for the
multiplication of Ji and J�

i with a vector without explicitly computing Ji and thus we can
use the Gauss–Newton method. The parallelized Gauss–Newton method for our problem is
summarized in algorithm 1.

Algorithm 1. Parallel Gauss–Newton method

1: Group ns sources in np index sets I1, . . . ,Inp

2: for k = 1, . . . , np (in parallel) do
3: Generate forward problem meshes Si for all i ∈ Ik

4: end for
5: Collect all meshes Si (i = 1, . . . , ns)
6: Generate inverse problem mesh S = S0 + ⋃ns

i=1 Si and initialize model vector m
7: while not converged do
8: Send the model m to np processors
9: for k = 1, . . . , np (in parallel) do
10: Solve forward problem for all sources i ∈ Ik

11: Compute data misfit and gradient for all i ∈ Ik

12: Store all matrix factors and solution vectors from line 11
to be used for matrix-vector products on line 19

13: end for
14: Collect all data misfits and gradients and assemble the global gradient
15: Solve the Gauss–Newton system (15a) using PCG:
16: for each PCG iteration do
17: Send PCG vector z to np processors
18: for k = 1, . . . , np (in parallel) do
19: Compute the product J�

i (Jiz) for all i ∈ Ik

20: end for
21: Collect products and assemble global vector J�(Jz)
22: end for
23: Update the model using (15d)
24: Check convergence
25: end while

The Gauss–Newton method in algorithm 1 is trivially parallelized and works well when
the number of nodes np is equal to the number of sources. However, if the number of sources is
larger than the number of nodes, this algorithm looses much of its appeal. To see this, assume
that np is only slightly smaller than the number of nodes. In this case, we use np nodes to deal
with the first np sources, returning the misfits and gradients for these np sources to the master
node. Then, we compute the misfit and the gradient for the remaining ns − np sources. This
implies that some (and often many) nodes will wait idly while the new computation is done,
significantly reducing the efficiency of our code. The problem becomes worse if the number
of sources is much larger than the number of nodes, ns � np. This is the most common case as
the number of sources can run into millions while the number of nodes in today’s architectures
is typically limited to a few hundreds (assuming moderate computational resources). Each
node needs to solve many forward and adjoint problems for many sources and thus needs to
store many factorizations and fields. Computer memory quickly exceeds the common capacity
of each node making the computation intractable. We therefore discuss two new techniques
that allow us to work in parallel on problems with many sources.
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4.2. A Gauss–Newton method with stochastic Hessians

We now discuss a new method similar to the one presented in [29]. Assume that the number
of nodes is much smaller than the number of sources np 
 ns. For simplicity we assume
that νnp = ns with integer ν � 1. Computing the forward problem and the gradient can
be done by simply sending ν sources to each node. Each node than solves ν problems
in serial and produces ν data misfits and gradients. Nonetheless, in this case, whenever
a node finishes the computation of the gradient from one source it overwrites the matrix
factorization needed for the solution of the forward and adjoint problems. By overwriting
the factorization it is impossible to compute the Jacobian matrix-vector product making the
Gauss–Newton method infeasible. There are a number of approaches to overcome this issue.
One way is to abandon the Gauss–Newton method altogether in favour of methods that do
not require Jacobian information such as limited memory BFGS [26] and nonlinear conjugate
gradient [27].

However, it is possible to use a stochastic approximation to the Gauss–Newton step. To
do that we note that while it is impractical to hold the matrix factors of ν forward problems at
each computational node, it is possible to hold at least the matrix factors for a single forward
problem. To this end, we denote by i∗k ∈ Ik a single source index local to processor k. The ν

forward problems on processor k are solved such that i∗k comes last. Then, the matrix factors
and the solution vector can remain in memory for later use in matrix-vector products with J�

i∗k
and Ji∗k

. This leads us to defining the stochastic Jacobian as

Ĵ = ns

np

⎛⎜⎝ Ji∗1
...

Ji∗np

⎞⎟⎠ . (19)

This is the Jacobian associated with only a subset of the sources and therefore it is an
approximation to the full Jacobian J. In the Gauss–Newton method with a stochastic Jacobian,
we use the full Jacobian to evaluate the gradient (line 10 in algorithm 1) but use the approximate
Jacobian in order to evaluate the Gauss–Newton step in (15).

The question that remains is, how should we choose the subset of sources i∗1, . . . , i∗np
? There

are a number of options for this choice. In this work we have used a stochastic approximation,
that is, given ns sources we use a probability of n−1

s for the solution of each source. General
theory for convergence is given in [29] and claims that linear convergence is guaranteed.

4.3. A stochastic Gauss–Newton method

Assume that ν = ns/np is the ratio of sources to computational nodes. While for a moderate
ν the method described above works well, we have found that for problems where ν is very
large the method becomes less effective and the convergence of the method tends to be more
similar to steepest descent rather than to Gauss–Newton.

We have therefore used a stochastic programming approach, the stochastic Gauss–Newton
method, which is similar to a method that has recently been studied in [30, 31]. To do that we
re-write the optimization problem as

m∗ = arg min
m

Eiφdi (m) + αφm(m) (20)

where

φdi (m) = ns

2
1�θ (ri(m)) (21)
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is the data misfit associated with a single source. The expectation implies that we are averaging
over the sources. If we simply take all sources, the expectation reduces to

Eiφdi (m) = 1

ns

ns∑
i=1

φdi (m) (22)

= φd(m) [from (11a)]. (23)

In stochastic programming we evaluate the expectation by randomly choosing a small number
of sources n∗

s 
 ns and obtain the approximation

Eiφdi (m) ≈ 1

n∗
s

n∗
s∑

i=1

φdi (m). (24)

Using this stochastic approximation we first compute the approximate stochastic data misfit and
the approximate stochastic gradient and then take the Gauss–Newton step for the approximate
stochastic gradient. After the step has been computed and the model updated we resample the
sources and repeat the process. A crucial step for the success of this algorithm is that once the
(stochastic) gradient decreases, we start to average the models obtained at each iteration. We
summarize the algorithm in algorithm 2.

Algorithm 2 Stochastic parallel Gauss–Newton method

1: Group ns sources in np index sets I1, . . . ,Inp

2: for k = 1, . . . , np (in parallel) do
3: Generate forward problem meshes Si for all i ∈ Ik

4: end for
5: Collect all meshes Si (i = 1, . . . , ns) on master node
6: Generate inverse problem mesh S = S0 + ⋃ns

i=1 Si and initialize model vector m
7: while not converged do
8: Randomly choose np sources i∗1, . . . , i∗np

and the associated data
9: Send the model m to np processors
10: for k = 1, . . . , np (in parallel) do
11: Solve forward problem for source i∗k
12: Compute data misfit and gradient for i∗k
13: Store all matrix factors and solution vectors from line 11

to be used for matrix-vector products on line 20
14: end for
15: Collect all data misfits and gradients and assemble the stochastic global gradient
16: Solve the Gauss–Newton system (15a) using PCG:
17: for each PCG iteration do
18: Send PCG vector z to np processors
19: for k = 1, . . . , np (in parallel) do
20: Compute the product J�

i (Jiz) for i∗k
21: end for
22: Collect products and assemble global vector J�(Jz)
23: end for
24: Update the model m̂� = m�−1 + δm� and m� = 1

�

∑�

j=1 m̂ j = �−1
�

m�−1 + 1
�
m̂�

25: Check convergence
26: end while

While algorithms 1 and 2 are very similar they have substantial differences in their
behaviour. First, note that the stochastic algorithm 2 always use np nodes to deal with np

sources and therefore, the workload for each node is always balanced. Furthermore, the
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Figure 3. Surface resistivity (colour scale), overlaid by location of VMS deposits (grey
scale) and survey location (rectangles and dots).

model m is updated at the moment that we finish with the computation of np sources. This
is different from the algorithms that use exact gradient information where the model is being
updated only after all ns forward modellings have been performed. In our experience we have
noticed that low accuracy approximations can be easily obtained using this method. Such
approximations are very useful for the cases where the number of sources is huge compared
to the number of computational nodes. In some cases, the computation of the exact gradient
can take many hours and, therefore, quick evaluation of the results is not feasible. On the other
hand, stochastic method generate quick updates in order of a few minutes or even seconds and
therefore allow for early review of the (approximate) inversion result. Although this difference
between the method does not seem to be important in theory it is highly important in practice.
Inverse problems are rarely run once. In many cases, parameters have to be changed before
an acceptable result can be obtained. Such parameters include, the starting model, the noise
estimates and the reference model. Having a very approximate result quickly one can estimate
the correctness of these parameters and choose to either continue with the inversion or stop it
and reinitialize.

5. Experiments

In this section we apply the algorithms of the previous sections and invert synthetic data
computed for a complex geological model of the Noranda district, Quebec, Canada [32, 33].
Figure 3 shows the surface electrical resistivity that has been assigned to various volcanic rock
types. Slices through the resistivity model are also shown in figures 4(a) and (b). The volcanic
rocks are resistive (ρ = 600 to 7300 �m) and host conductive (ρ = 5 �m) volcanogenic
massive sulphide (VMS) ore deposits at various depths. The lateral location of the VMS
deposits is indicated in figure 3 by grey pixels.

The objective of an AEM survey is to map the large-scale electrical resistivity, that is,
the resistivity of the volcanic rocks, as well as to identify the location of the VMS deposits.
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Figure 4. Vertical slice (a), (c), (e) and horizontal slice (b), (d), (f) of electrical resistivity.
True model (a), (b), predicted model using full sensitivity matrix (c), (d) and predicted
model using 228/19 380 randomly selected columns of the sensitivity matrix (e), (f) for
larger 1020 sources survey.
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Figure 5. Vertical slice (a), (c), (e) and horizontal slice (b), (d), (f) of electrical resistivity.
True model (a), (b), predicted model using full sensitivity matrix (c), (d) and predicted
model using 228/2052 randomly selected colums of the sensitivity matrix (e), (f) for
smaller 108 sources survey.

We designed two surveys which are also shown in figure 3. The larger survey consists of 1020
measurement locations that cover an area of 7.1 km × 5.3 km; the smaller survey consists of
108 measurement locations that cover an area of 3.4 km × 2.2 km. For the small survey the
volume of the VMS deposit in the area of interest has been enlarged by a factor of 64 to obtain
a larger target (figures 5(a) and (b)).

Our airborne system is modelled after the Versatile Time-Domain Electromagnetic
Surveying (VTEM; Geotech Ltd) system and consists of a horizontal, circular transmitter
loop of 30 m diameter that is flown 37.5 m above ground. The transmitter current is a linear
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Figure 6. Data misfit for each location of 1020 sources survey obtained by inverting
with full sensitivity matrix (a) and with 228/19 380 randomly selected columns of the
sensitivity matrix (b). Comparison of observed and predicted data for location above
VMS deposit (c).

on-ramp from t = −0.2 to −0.1 ms, a linear off-ramp from t = −0.1 to 0 ms and zero for all
other times. The receiver is placed in the centre of the transmitter loop and measures −∂Bz/∂t
at 19 discrete times between t = 0.01 and 6.99 ms (cf figures 6(c) and 7(c)).

We solve the forward problem using a separate OcTree mesh for each source. All meshes
cover the same computational domain of (256 km)3 and are locally refined only around the
respective source. Conducting a synthetic data study we synthesize the observed data on
meshes with 49 176 to 59 648 cubic cells of 25 m edge length. We use a total of 205 implicit
Euler time steps with seven time step lengths, that is, we have to factor seven system matrices
for each mesh. The observed data is contaminated with 6.25 per cent Gaussian noise. During
inversion we compute the predicted data on coarser meshes consisting of 7176 to 13 140 cubic
cells of 50 m edge length.

All locally refined meshes are merged to form the global mesh for inversion. The global
mesh for the 1020 sources experiment contains 348 146 cells, 228 093 of which (65.5 per
cent) are active. For the 108 sources experiment, the global mesh contains 87 564 cells, of
which 57 557 (65.7 per cent) are active. We chose the parameters for the regularization (13b)
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Figure 7. Data misfit for each location of 108 sources survey obtained by inverting
with full sensitivity matrix (a) and with 228/2052 randomly selected columns of the
sensitivity matrix (b). Comparison of observed and predicted data for location above
VMS deposit (c).

to be β0 = 10−4 and β1 = 1. This makes the model gradient penalty dominant and promotes
smooth models.

Data misfit is computed using the Huber norm with constant c = 1. The initial model
for inversion is determined by finding the best data fitting homogeneous earth resistivity. For
this initial model we compute the generalized spectral radius of the Gauss–Newton matrix
and use it as the initial value α1 for the regularization parameter. Fixing the regularization
parameter, we determine the resistivity model that minimizes the regularized data misfit by
three Gauss–Newton variants as follows.

GN Parallel Gauss–Newton method (section 4.1) with explicit computation of the full
sensitivity matrix J, that is, of all 1020 × 19 and 108 × 19 rows of J for the 1020 and
108 sources experiment, respectively.

GN-SH Parallel Gauss–Newton method with stochastic Hessian (section 4.2) with explicit
computation of the sensitivity matrix for 12 randomly selected locations (np = 12
processors), that is, a reduced sensitivity matrix Ĵ with 12 × 19 rows.

GN-SM Stochastic Gauss–Newton method (section 4.3) where the data misfit is approximated
using n∗

s = np = 12 randomly selected locations. The full sensitivity matrix of the
reduced problem, correspondingly, has 12 × 19 rows.

The Gauss–Newton optimization is terminated if the model update step size is too small,
‖δm�‖∞ < 10−2‖δm1‖∞. Subsequently, the regularization parameter is reduced by a factor of
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10 and the Gauss–Newton optimization is repeated. We refer to one call of the Gauss–Newton
optimizer for a fixed regularization parameter as an outer iteration. Each outer iteration consists
of a number of individual Gauss–Newton steps, the inner iterations.

We start the discussion of the inversion results by examining the variants GN and GN–
SH. Figure 4 shows the reconstructed resistivity model for the 1020 sources experiment. Both
Gauss–Newton variants produce comparable results, despite a reduction of the sensitivity
matrix by a factor of 85 for GN–SH. GN shows a slightly higher dynamic range and sharper
transitions but it does not reveal any details that the GN–SH does not show. The large-scale
structure is reconstructed well down to about 500 m depth. However, the VMS deposits, like
the one at x = 1.725 km, y = 1.650 km, z = −0.165 km, are not identified. Inspection of
the data misfit plotted individually for each location in figures 6(a) and (b) reveals that the
locations above the VMS deposits have a systematically higher data misfit. We attribute the
poorer data misfit and the lack of an indication of strong conductive anomalies to the sparse
spatial sampling compared to the extension of the VMS deposits: the data locations are spaced
141 m apart, a distance which is rather large compared to the VMS deposit’s extension of
200 m × 200 m × 150 m.

For this reason, we enlarged the anomaly and reduced the survey area for the 108 sources
experiment. The reconstructed resistivity model is shown in figure 5. The variant GN images
the extension, volume and resistivity value of the VMS deposit very well. Plotted on the same
colour scale, the GN–SH only gives an indication for the location of the VMS but does not
even come close to the true resistivity value. The poor reconstruction goes hand in hand with
a poor data misfit for measurements above the VMS deposit (figure 7). While the variant GN
was able to achieve a good data misfit of 0.742, the variant GN–SH stalled at a significantly
larger data misfit 1.16.

As shown in figure 8(a), the variants GN and GN–SH achieve a similar data misfit and
regularization at the end of outer iterations 1 to 4; in outer iteration 5, however, GN makes much
more progress than GN–SH. This reveals a limitation of the reduced sensitivity information
used in GN–SH when the regularization parameter is small and when the data misfit Hessian
dominates the regularization Hessian. These observations hold both for the 1020 and 108
sources experiments.

Figure 8(d) shows the

model error =
[∫

�fine cells
(mpredicted − mtrue)2 dV∫

�fine cells
(mtrue)2 dV

]1/2

(25)

which we compute only for the volume of interest, that is, for the part of the domain which
is discretized by the finest level OcTree cells. The volume of interest laterally covers the
survey area plus a padding of 300 m and extends vertically to about 500 m below the earth–air
interface. The asterisk in figure 8(d) marks the iterations with the smallest model error which
we actually selected for display of models and data in figures 4 to 7.

Figure 8(c) and table 2 summarize the numbers of Gauss–Newton steps for each outer
iteration in the convergence plots of figures 8(a), (b) and (d). As the regularization parameter
is decreased, the number of Gauss–Newton steps increases. In general, GN–SH requires more
Gauss–Newton steps than GN. We observed this especially for inner iterations 3 and 4 when
the model changes most rapidly. We would expect such behaviour since the GN–SH is an
approximate variant of GN. The one exception is outer iteration 5 in the 108 sources case
where the GN–SH stops at an earlier Gauss–Newton iteration. However, as observed above,
this is the case when GN–SH stalls with a poor data misfit while GN reduces the data misfit
to the noise level of the data.
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Figure 8. Summary of optimization convergence statistics.

Table 2. Number of Gauss–Newton iterations, line search iterations and run-time versus
outer iterations k = 1 to 5 for 108 and 1020 sources experiment and Gauss–Newton
variants GN and GN–SH.

ns = 108 ns = 1020 ns = 108 ns = 1020

k GN GN–SH GN GN–SH GN GN–SH GN GN–SH

Gauss–Newton iterations Line search iterations

1 5 5 4 5 4 4 3 4
2 7 8 8 8 6 7 7 7
3 8 14 8 20 7 15 7 33
4 8 29 8 20 7 82 7 53
5 66 57 10 12 75 178 9 35

Time per Gauss–Newton
Time in hours iteration in minutes

1 3.2 1.2 23.2 9.3 38 14 349 111
2 4.5 2.0 49.2 15.7 39 15 369 118
3 5.2 3.8 53.5 54.9 39 16 400 165
4 5.4 13.0 61.9 74.4 41 27 464 223
5 46.6 27.2 77.2 47.2 42 29 463 236
Total 64.9 47.1 264.8 201.6
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Table 3. Statistics for GN–SM on 108 sources experiment. k denotes the outer iteration,
this is, the level of the regularization parameter α = αk.

k 1 2 3 4 5

Random samples 55 47 75 105 54
Gauss–Newton iterations 304 322 475 976 540
Line search iterations 249 276 402 944 803
Time in hours 25.4 28.6 43.6 98.7 65.0

Table 2 further shows that GN–SH requires not only more Gauss–Newton iterations but
also more line search iterations than GN—we use backtracking to control the model update
step length at each Gauss–Newton iteration. Despite the increased number of line search
iterations, a single iteration of GN–SH is cheaper than a single iteration of GN because only
12 × 19 rows of the sensitivity matrix are computed, instead of 108 × 19 and 1020 × 19 rows.
This can be seen by comparing the time per Gauss–Newton iteration in table 2. Even more
significant is the reduction of the memory footprint of the sensitivity matrices. We store the
sensitivity matrix for each locally refined mesh and the mesh transfer matrix. To store the full
sensitivity matrix for the 1020 sources experiment, we require 6896 MB; to store the reduced
sensitivity matrix involving 12 sources, we require only 1/85, that is, 81 MB.

Finally, table 2 shows the wall clock time that the algorithm spent in each outer iteration.
At inner iterations 1, 2, 3 and 5, GN–SH is faster than GN; at inner iteration 4, the drastically
larger number of Gauss–Newton and line search iterations of GN–SH result in a longer run
time.

We conclude the comparison between GN and GN–SH by observing that for large values
of the regularization parameter GN–SH showed a similar convergence behaviour like GN
(figure 8) and produced essentially the same results at a greatly reduced cost (table 2). For
smaller values of the regularization parameter the effect of the reduced sensitivity matrix
became evident which, in the case of the 108 sources experiment, lead to inferior results.
To make use of the strengths of both methods we envision an adapted sample size for the
sensitivity matrix: start with np sources at large values of the regularization parameter and
an increasing number of multiples of np sources for smaller values, thereby, adding more
sensitivity information to the Hessian as the data misfit Hessian becomes more important.

Now, we take the stochastic approximation one step further and examine the performance
of variant GN–SM with the 108 sources experiment. Recall that in this variant we compute
a Gauss–Newton update for a reduced data misfit function which involves only a subset of
locations (here, n∗

s = np = 12). Here, the Gauss–Newton optimization is terminated if the
model update step size is too small, ‖δm�‖∞ < 10−2‖δm1‖∞, or if a maximum of ten Gauss–
Newton steps is reached. For each fixed regularization parameter α = αk we compute such
updates for a number of samples of randomly selected locations and average the resulting
models (algorithm 2). Table 3 summarizes the number of random samples, Gauss–Newton
iterations and line searches for each regularization parameter αk. We terminate sampling
for one level of regularization αk if the difference between two consecutive averaged models
satisfies ‖m� −m�−1‖∞ < 10−2‖m1 −m0‖∞. Note that the sequence ‖m� −m�−1‖∞ = 1

�
δm�,

� = 1, 2, . . ., decays like 1/� if δm� is approximately constant, that is, we expect sampling
to terminate at least when the number of samples is approximately 102. Table 3 shows that
this estimate is too conservative for most outer iterations: sampling terminates after fewer
iterations since the norm of the model updates δm� decreases with �.

To be able to quantitatively compare the inversion results of all three variants GN, GN–SH
and GN–SM, we evaluated the data misfit for all sources for the final averaged model of each
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Figure 9. Vertical slice (a), (c) and horizontal slice (b), (d) of electrical resistivity. True
model (a), (b), predicted model using variant GN–SM for smaller 108 sources survey.
Colour scale adjusted to range of predicted model.

Table 4. Convergence of data misfit, regularization, objective function and model error
versus outer iteration k for 108 sources experiment. Note that for GN–SM, data misfit
and objective function have been re-evaluated using all sources to compare with GN
and GN–SH.

k GN GN–SH GN–SM GN GN–SH GN–SM

Data misfit Regularization

0 6.767 6.767 6.767 0 0 0
1 6.383 6.394 6.191 1.654 × 10−4 1.556 × 10−4 2.885 × 10−4

2 4.302 4.341 4.326 8.851 × 10−3 8.519 × 10−3 6.836 × 10−3

3 2.131 2.149 3.021 7.184 × 10−2 7.024 × 10−2 4.324 × 10−2

4 1.346 1.352 3.045 2.711 × 10−1 2.661 × 10−1 1.060 × 10−1

5 0.742 1.160 3.580 2.319 × 10−0 7.215 × 10−1 2.306 × 10−1

Objective function Model error

0 6.767 6.767 6.767 0.1963 0.1963 0.1963
1 6.572 6.578 6.444 0.1957 0.1958 0.1955
2 5.314 5.346 4.926 0.1933 0.1933 0.1933
3 2.952 2.978 3.400 0.1914 0.1914 0.1912
4 1.656 1.666 3.138 0.1899 0.1899 0.1912
5 1.007 1.245 3.600 0.1884 0.1893 0.1938

outer iteration of GN–SM. Note that this serves only the purpose of comparison and is not
part of algorithm 2. The data misfit and objective function computed this way are shown in
table 4. In the first two outer iterations k = 1 and 2, GN–SM reduces the data misfit and

25



Inverse Problems 30 (2014) 055011 E Haber and C Schwarzbach

x in m

y 
in

 m

mean data misfit 3.04

 

 

−3 −2 −1 0
−4.5

−4

−3.5

−3

−2.5

−2

d
ep

th
 b

el
ow

 g
ro

un
d

 o
f t

op
 o

f V
M

S 
in

 m

−500

−400

−300

−200

−100

0

d
at

a 
m

is
fi

t

0.5

  1

  2

  4

  8

 16

(a)

10
−2

10
−1

10
0

10
−14

10
−12

10
−10

10
−8

t in ms

−∂
B z/∂

t/
1V

m
−

2

x=−1.875km, y=−3.150km

 

 

observed
predicted, halfspace
predicted, GN−SM

(b)

Figure 10. Data misfit for each location of 108 sources survey obtained by stochastic
Gauss–Newton variant GN–SM (a). Comparison of observed and predicted data for
location above VMS deposit (b).

objective function to values similar to GN and GN–SH. In outer iterations 3 and 4, data misfit
and objective function stall at significant higher values. GN–SM fails in outer iteration 5,
increasing data misfit, objective function and model error from the previous outer iteration.
Therefore, we plot the final model of outer iteration 4 in figure 9 and the corresponding data
misfit in figure 10.

The predicted model in figure 9 is a very blurred version of the ground truth. It reflects the
resistivity of the overburden and gives some indication of a conductive feature centred around
the location of the true VMS deposit. GN–SM was not able to reveal a similar level of detail
as GN and GN–SH; the model predicted by GN–SM rather compares with earlier iterations
of GN and GN–SH. The inferior model reconstruction comes even at a considerably higher
computational cost as a comparison of run times in tables 2 and 3 reveals.

6. Conclusions

In this paper we have presented a new methodology for the inversion of large-scale airborne
electromagnetic data. The methodology is based on two main ideas. First, we decouple the
meshes for the inverse problem and the forward problems for each source using highly efficient,
locally refined meshes. This allows us to use massive parallelization that requires very little
memory on each computational node. Second, we utilize stochastic optimization techniques
that allow us to use only a subset of the sources at each iteration. We have experimented with
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different stochastic techniques and compared their quality. To test our algorithm we have used
the Noranda model that is based on a realistic, regional geological model. We have shown that
we can invert this data set and obtain reliable inversion results in a reasonable time using a
relatively modest computational platform.
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