
TracePath 
Making Distributed Traces 
Usable for Ops!



Tracing has been a mainstay for developers to 
check the functionality and performance of their 
code. Distributed tracing connects and unifies 
every request that a transaction generates, 
allowing visibility into every service component  
of the application. For cloud-native microservices 
using distributed tracing to get explicit information 
on every transaction has become indispensable for 
Dev, Ops, and SRE teams. However, despite the 
insights it provides, distributed tracing  introduces 
its own set of challenges.
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1TracePath: Making Distributed 
Traces Usable for Ops! 

Ops Challenges with Tracing 
Three of the biggest challenges teams face when 
using distributed tracing include:

1. Generating, Processing, and Storing Trace Data

2. Differentiating Traces

3. Anomaly Detection on Traces

Let’s dig a little deeper on each of these.

Generating, processing, and storing trace data  
is usually the first challenge teams face. Trace 
generation relies on code instrumentation libraries 
that, until recently, had been proprietary, resource-
intensive, and difficult to deploy at scale. 
Unfortunately, the tools and platforms required to 
process this data have largely been proprietary, costly, 
and complicated to both manage and navigate. 
Further, the data is stored in the vendor’s 
environment which has cost implications given the 
large cumulative volume and cardinality across 
multiple dimensions. 

Next, properly differentiating traces is an important, 
but often overlooked, aspect of tracing. As traces are 
ingested, they’re usually categorized and grouped 
based on the name of their “entry point”, where a 
transaction starts. An example group name would  
be “Checkout”.

But, what happens when all “Checkout” transactions 
start at the same entry point, but differ in the paths 
they take, e.g., “Kiosk”vs. “Desktop” vs. “iOS”? These  
are technically different trace types that will be 
erroneously grouped under a single “Checkout” label. 
Problems with one trace type will get lost in the 
grouped data. For example, “Checkout Kiosk” has a 
100ms response time, while “Checkout Desktop” has a 

3.7s response time. One is fast, while the other is quite 
slow. Grouping these gives you a false negative that 
the average response time is only 1.9s, when in reality, 
one of those transactions is much slower. Proper 
grouping (and ungrouping) is key to ensuring 
problems are surfaced appropriately, instead of being 
masked, and therefore critical for cause isolation.

Current tools and platforms require very involved 
manual configuration settings to properly 
differentiate these transaction types. At least one 
subject matter expert (SME) in the tool and one SME 
from the Dev side with adequate knowledge have to 
spend time to differentiate trace types, e.g., whether 
to split by a method parameter name, a method 
argument, a query string, etc.

The final challenge is that of anomaly detection on 
traces. While there are now many ways to view trace 
data, finding the root cause of slowdown and errors 
within traces is a very manual and time consuming 
process. This can involve manually sifting through 
traces hoping to find the problem slow one, or writing 
custom queries that will hopefully surface relevant 
traces, or relying on statistical baselines on response 
time and error rates in hopes of finding the  
problem ones.

Ever-growing complexity, scale, and dependencies 
mean manual searches are not effective. Writing 
queries is an involved process that requires skilled 
resources that have to continually write and update 
those queries as existing applications change or new 
ones are added. And, it is quite likely that the queries 
will identify some issues, but not others. Finally, while 
statistical baselining can detect an outlier, the 
complexity of application interactions and its many 
unknown dependencies means outliers on a few 
metrics can lead to false negatives and false positives. 
We have seen this in the case of anomaly detection 
on containers1.

Given the above challenges, distributed tracing data 
is relegated to off-line, “post-facto” debugging of 
application problems. They make it impractical to be 
of help for Ops to detect problems quickly and isolate 
problematic services. Detecting a problem trace 
becomes a guessing game and a manual process.  
In order to make distributed tracing truly usable for 
Ops and Infrastructure Engineers, we must:

While there are now many ways  
to view trace data, finding the  
root cause of slowdown and errors 
within traces is a very manual and 
time consuming process.

[1] Rethinking Anomaly Detection,’ https://www.opscruise.com/newsroom-post/ebook-on-rethinking-anomaly-detection 

https://www.opscruise.com/newsroom-post/ebook-on-rethinking-anomaly-detection 
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When code instrumentation is not possible, we use Flow, i.e., aggregated flow metrics (the figure on the left) 
such as from eBPF from a container, to check service to service golden signals on request rates, response times, 
errors, and others. While slowdowns and failures are easy to detect with Flows, it’s not easy to isolate transaction 
level problems. The benefit, however, is that it requires collecting the lowest volume of performance data 
non-intrusively without code-level instrumentation.

The other extreme is using Distributed Tracing (the figure on the right) to get all transaction data from traces on 
a per-span basis down to the service and associated operations within the service. This requires reviewing all 
traces at all times.

• Surface problems in real-time instead of sifting through large volumes of data

• Easily differentiate between traces

• Understand impact on and by the application estate, including infrastructure and orchestration

• Isolate the offending application and infrastructure component(s) involved in the transaction path 
that the traces record

• Drill down as needed to further diagnose causes that can be remedied

• Identify the root cause of the performance degradation

Introducing TracePath
To make distributed tracing usable by Ops, App, SRE and Infrastructure teams, OpsCruise has built an innovative 
platform capability called TracePath. 

TracePaths are the business flow patterns that are automatically extracted from all collected traces. They enable 
detecting performance issues in real-time at an aggregate level. More importantly, when performance 
degradations are detected, they automatically surface the problem traces and transactions, as well as to the 
services and operations that are the source of the issue. 

The concept is illustrated below by comparing Flows, Traces and TracePaths -- three approaches we can use to 
monitor application performance.

Figure 1: The three approaches to monitoring application performance 
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An intermediate two-step approach (the figure in the 
middle) is to find the common routes or TracePaths 
(TracePath) so we can look for the most commonly 
used routes (without presupposing which ones will be 
used) and then get aggregated performance metrics 
on the service-operation pairs within the routes.  

TracePaths are characterized by the following: 

• They are modeled as a TracePath Graph, 
which is a graph of interconnected 
application components, specifically service/
operation tuples

• The service/operation tuples are discovered 
and extracted directly from within the 
collected traces, independent of the 
sampling rate

• A single service/operation tuple can be 
present in multiple TracePaths, e.g.,  
Auth/Login can be present across  
multiple TracePaths

• The performance of a TracePath can be 
measured as the aggregate of the flow 
performance metrics of edges, between 
service/operation tuples

• To reduce the size of the data being 
handled, the number of TracePaths is 
optimized by maximizing the number of 
traces per TracePath, aggregating Repetitive 
Spans (Loops,) and consolidating Service/
Operation tuples

• Further segmentation of TracePaths can be 
accomplished by the use of traces’ “baggage” 
attributes so that new added elements cause 
a new TracePath to be extracted.

How Does TracePath Address  
the Ops Challenge?
TracePaths alleviate the Ops challenge with using 
distributed tracing in several ways:

• TracePaths provide real-time monitoring of 
business flows, i.e., on a per-transaction level 

• Enables drill down to Traces of interest  
from TracePath

• Enables drill down to App Services/ 
Nodes/Containers 

• Extends behavior-based anomaly detection2 
ML models to be used on TracePaths

• Reports behavior, performance, and 
resource usage by TracePath Graph

TracePaths discovery is automatically performed by 
OpsCruise examining different traces that are 
captured and looking for commonalities across traces. 
This reduces the burden on the Ops teams to search 
and categorize traces manually. We can then derive 
real-time summaries of traces, e.g., by ranking the 
most common TracePaths by volume or response 
time or errors. 

[2] Cruise Control – OpsCruise’s Machine Learning Platform Explained, https://www.opscruise.com/cruise-control  

Figure 2: Highlighted Summaries on Traces in Tracepath

https://www.opscruise.com/cruise-control  
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Using such summaries, Ops can find traces of interest within a specific time interval for a given TracePath that 
contains specific services or service/operations, and check if they are exhibiting any problems.

Figure 3: Using TracePath to detect and drilldown to specific problem trace an service

As Figure 3 shows, Ops can now detect a problem from a TracePath – to an individual trace – to an operation  
in a service and its associated container. We now have unified information from traces, metrics, flow, logs,  
and events contextually for more actionable Observability for Ops and SRE teams.
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Summary
With OpsCruise and OpsCruise’s unique TracePath 
capabilities, the typical challenges of utilizing trace 
data are mitigated. By leveraging:

• Automatic grouping and identification  
of different traces

• Contextual application data access: metrics, 
flows, logs, infrastructure, changes to traces

• Automated ML-based anomaly detection 
and Root Cause Analysis

OpsCruise users are well prepared to handle 
observability of applications at high degrees of  
scale and complexity with ease.

With OpsCruise and OpsCruise’s 
unique TracePath capabilities, the 
typical challenges of utilizing trace 
data are mitigated. 
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Learn More & Get Started

OpsCruise Intelligent Application Observability

OpsCruise’s patented intelligent application observability  
platform is provided as a SaaS solution with gateways that  
sit on your infrastructure and collect metrics, logs, traces and 
configuration data from many popular open source monitoring 
tools (e.g., Prometheus, Elastic, Loki, Jaeger, etc.). 

Our platform’s deep understanding of Kubernetes, coupled with  
our unique ML-based behavior profiling empowers your entire 
team to predict performance degradations and instantly surface 
their cause. All at a third of the cost of the current monitoring stack 
and without the need to instrument code, deploy agents, or 
maintain open-source tools.

Want to see the TracePaths  
of Your Applications in 5 minutes?

1. Trace your way to OpsCruise.com, 

2. Sign up for our Free Forever offering,

3. Download the OpenTelemetry compatible adapter and 
visualize the unique TracePaths of your application! 

GET STARTED

2

http://OpsCruise.com
https://www.opscruise.com/free-forever
https://www.opscruise.com/free-forever

