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While organizations have shifted to dynamic  
cloud native architectures (e.g. microservices, 
orchestration, containers, etc.), anomaly detection 
for recognizing emergent problems has not 
fundamentally evolved to meet the new 
observability challenges. This report outlines the 
observability requirements of cloud applications, 
the limitations of existing approaches and presents 
a new path forward with demonstrated results 
from actual enterprise customer deployments.
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1The Status Quo of Anomaly 
Detection: Limitations

The current state of art in detecting anomalies falls 
into two broad categories:

1. Manually setting thresholds on preselected 
metrics: users decide on which metric or metrics 
on which to set a threshold. Besides the burden 
of tuning the thresholds to reduce false alerts, 
this manual process is susceptible to missing 
the true problem indicators [3].

Outliers or drift detection: different statistical 
and ML approaches can be used to automate 
the detection of an outlier on a single metric 
(univariate) or a set of metrics (multivariate). The 
limitation of relying on a single metric outlier [4], 
e.g., response time, is that it often leads to false 
positives since it does not consider the 
environmental conditions such as workload. 
Multivariate outlier detection may consider 
other indicative factors but using a predefined 
set of metrics [5] also has challenges: 

• Metrics selection: picking a small set of 
metrics independent of the application 
understanding does not guarantee that it 
will provide the correct baseline across all 
operating conditions, i.e., different load 
conditions. While it detects an outlier, it may 
not indicate a real problem.

• High-dimensional data: containerized 
microservices can have 50 to over 100 metrics 
and most existing outlier detection 
algorithms perform poorly on data set of 
small size with a large number of features [6], 
since they create under-determined systems. 

• Classification-based approach limitations: 
well-known classification algorithms require 
large datasets for optimal performance 
creating and building these data sets, much 

less finding all possible anomalies,  
becomes a significant cardinality problem. 

• Statistical outlier detection limitations: 
outlier detection assumes that the data 
distribution is known. This is not true since 
the distribution can change over time, 
especially as the application might be 
operating in a different range on different 
days leading to widely varying statistics. 

• Low probability instance false alerts: 
performance metrics, e.g., latency in many 
applications exhibit long-tailed distribution 
so an outlier may not necessarily be a true 
application problem but may reflect a new 
larger demand. Consider the level of demand 
seen on Mother’s Day or Black Friday in any 
given year.

• Supervised learning impractical: we cannot 
expect Ops to provide labeling when millions 
of data points are being captured and a large 
number of alerts occur. Enumerating an 
exponentially large number of possible 
abnormal instances to leverage supervised 
learning is infeasible.

• Reactive anomaly detection: alerts that are 
based on passing thresholds that are upper 
bounds on performance SLOs or 
infrastructure resource limits are usually  
too late to take proactive measures.

Isolating the cause or root cause analysis is made 
more difficult as without context the burden of 
resolution is pushed off to a later war room ‘kicking 
the can down the road’. Lacking specificity, such 
alerts cannot be attached to appropriate runbooks/
remediation, so that skilled DevOps engineers have to 
manually analyze the cause and resolve the problem.

While existing well-known 
approaches for anomaly detection 
have existed for decades [1], they 
predate the cloud-native era and are 
very limited [2] when applied to more 
complex microservice applications. 

There is a more significant 
implication when the anomaly 
detected does not have specificity 
as to how the anomaly relates to 
the problem source.
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We believe that the scale and complexity of 
microservices architecture requires an application-
aware anomaly detection approach. To extract 
more context about an application and its 
expected behavior we use a knowledge-
augmented ML approach that builds on two core 
principles to circumvent the typical pitfalls of most 
ML based systems [7]:

• Embedding Application Knowledge 

 – A curated object model template for any 
service that comprises the application, not 
only for generic containers but also 
application-specific metrics that determine 
the application behavior. Adding this context 
avoids brittleness in model’s prediction

 – Use of a white box versus black box model 
which incorporates the understanding of the 
application, e.g., a database such as MySQL, 
and provides more explainability when the 
model predicts an anomaly

• Applying Ops Knowledge and Common Sense

 – There are a number of operational IT 
knowledge that can be used to recognize 
problems that can be embedded in rules 
such as recognizing contention from shared 
resource, i.e., noisy neighbor which do not 
need ML

 – Using Common Sense to reduce alerts 
pragmatically by noting that alerts from small 
changes under low workload conditions can 
be ignored when there is plenty of resource 
headroom to meet demand

2The OpsCruise Approach

Anomaly Detection Approach
Instead of relying on setting thresholds to detect 
outliers on specific metric(s) independent of the 
application context, we build a detection system 
that is based on learning correct behavior that is 
built using the appropriate on data collected at 
runtime over a some configurable time period, e.g., 
24 hours or less. The learned model is deployed at 
runtime to check for deviations from expected state.

Key features of the model and how it is built and 
used for anomaly detection are:

• Creates a binary classifier based on imputed 
labeling to identify correct behavior since there 
are no indicators or problems or the user does not 
label a data point to be an anomaly. This is similar 
in principle to self-supervised [8] and self-
labeling [9] used in image recognition and NLP.

• Learn the application behavior in-situ with no a 
priori assumptions 

 – No assumptions on ground truth, e.g., no 
assumptions on data distribution and that it 
can change day to day based on workload, 
traffic, etc.

 – No a priori metrics settings, i.e., metrics are 
curated based on only dropping those that 
are known not to affect operation (e.g., file 
location of storage)

 – The ML is used to expose the ‘unknown 
unknowns’ that drive the behavior or 
operation of the container/microservice 

 – No threshold setting or tuning is required

• Tolerant to Noise and Imprecision: as we use 
telemetry from Open Telemetry collectors that 
typically scrape data that 15 seconds or more, we 
need handle imprecision and misaligned data 

• Build behavior model that is captured from a 
curated set of metrics to ensure that we are not 
missing unknown unknowns

 – State represented by the larger set of  
metrics capture the correct operating 
regions of the service 

Instead of relying on setting 
thresholds to detect outliers on 
specific metric(s) independent  
of the application context, we build  
a detection system that is based  
on learning correct behavior
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• Continuous incremental learning

 – Learns from varying uncontrolled load conditions as the application can experience very different  
load conditions that cannot be foreseen

 – Leverage user-driven feedback via weak supervision, i.e., optional binary feedback that speeds 
learning; this avoid burdening the Ops teams to label data when there are no explicit problems

• Aggregated Behavior learning

 – Multiple instances of a deployed object, e.g., 40 replicas in a ReplicaSet, may undergo different load 
conditions and exhibit different metric values. However, because the behavior for each replica is the 
same, the model is built by aggregating across these behaviors.

• Object versions

 – Detecting that an image name of a microservice object has changed when a different behavior is 
detected signals it is time to learn the new behavior and create a new model.

 – New models are learned for new object versions using the same template.

• Predefined model Templates

 – Microservices are deployed with a few common formats such as generic containers (Docker) or are 
running well-known open source tools and services.

 – A suite of a few object model templates can therefore be used to model any service. For a given class 
of application components, we curate the metrics relevant for determining its behavior

• Stacked objects require separate but interrelated models.

 – Application-specific code such as Kafka may be running in a JVM within a container. There could be as 
many as 3 behavior models with interdependencies between layers.

• Interpretation of model prediction via explanation metrics for use in root cause analysis.

 – Results of the deviations from the predicted expected state provides explanations that can be used in 
the later stage of root cause analysis to help isolate the fault domain.

Resources/Network
(Cloud, ..., Microservice)

Demands/Flow
(Cloud, eBPF, ..., Istio)

App-Specific
(Mongo, ..., Lambda)

Anomaly Details

Explanations
(Metrics, Configs, Events)

Behavior
Anomaly

Interpretation
Module

Alert
Notification

Figure 1: Anomaly detection process for using learned behavior models.
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Scale and Speed
The number of containers/services in an application 
can easily scale to 1000s to 10s of 1000s, the model 
build time and runtime therefore has to 
accommodate that scale.

The OpsCruise processing pipeline, including the ML 
algorithms have been designed and built to the 
expected scale of applications. For example, periodic 
updating of behavior models across 1000s of 
containers must be fast and efficient, completed in 
minutes by incorporating new runtime data that 
has been collected.

Incremental and  
Continuous Learning
As described above, the system avails of all 
observations to learn and update the behavior 
model. Correct operating regions are assumed, i.e., 
self-labeling and self-supervision, when there is no 
feedback from the user or co-occurring problems. If 
those conditions are met, then the new runtime 
data is added to the model training and updated in 
the next learning cycle.

Alert Coverage: Reducing False 
Positives vs False Negatives
Anomaly detection is susceptible to both false 
positives and false negatives. While false positives 
can create a flood of distracting alerts that reduce 
Ops teams’ productivity, false negatives are more 
insidious since not detecting them early can result 
in significant fallout. OpsCruise’s model based 
approach together with applying curated 
knowledge addresses both these problems to the 
benefit of reducing Ops’ efforts. 

• False positives are reduced as alerts are 
detected when there are inconsistencies in 
behavior. Furthermore, after an anomaly is 
detected a post-processing step applies filtering 
steps to suppress alerts that are based on low 
level changes, and especially if there is low level 
of activity, e.g., if resource usage shows an 
increase but there is a lot of headroom yet 
before it reaches saturation. 

• False negatives are reduced as even small 
changes on any metrics or metrics are detected 
from model predictions. However, we err on the 
side of accepting a deviation as a false positive 
rather than accepting a false negative. More 
importantly, as the container or service 
experiences different workload ranges, 
especially demand levels above those previously 
seen, a further analysis determines whether 
those new observations should be added to the 
learning to update the behavior profile. Over 
successive learning cycles, the behavior model 
gets more robust with less false alerts.

Explanations for Causal Analysis
An important requirement for our anomaly 
detection process was to generate explanation 
metrics that can be used for the subsequent root 
cause analysis (RCA) step. The RCA is performed by 
an asynchronous function that is initiated on the 
detection of any anomalies in the application. 
Specific execution plans are selected for each 
anomaly based on the parameters and the anomaly 
type, e.g., a Kubernetes failure. 

Both ML-based explanations and rule-based alerts 
are used in the causal analysis process. While the 
explanation metrics may not directly indicate the 
actual cause of the failure, they are used in context 
to further analyze and isolate and/or identify the 
source of the failure during RCA. More details on 
the automated causal analysis has been 
documented earlier [10]. 

Over successive learning cycles, 
the behavior model gets more 
robust with less false alerts.
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3Results

This is because there is no benchmark for anomaly 
detection even though there are open source 
sample microservices applications for use as a 
sandbox to play with monitoring (e.g., Robot Shop, 
Online Boutique).

Here we present results from two different 
microservice applications: a serverless microservices 
application and a containerized microservices 
application running in a Kubernetes environment 
both in public clouds.

Serverless Application  
Services Example
Serverless microservice applications such as AWS 
Lambda have to include the load being pushed to it. 
In IoT type applications, messages are processed in  
a pipeline using a producer-consumer model where 

message requests are processed by the serverless 
function. In AWS, Kinesis data streams are the 
producer generating loads that the Lambda 
function acts on. As in our general microservice 
model where demand levels, internal state and 
response metrics are used, a curated model was 
built for the Kinesis-Lambda subsystem. 

Given there are fewer metrics available compared  
to a Kubernetes container, the behavior model 
template for Kinesis-Lambda uses only 12 curated 
metrics including:

• Execution Time or Duration (Lambda)

• GetRecords Latency (Kinesis)

• GetRecords Success (Lambda)

• GetRecords Iterator Age Milliseconds (MS) 
(Kinesis) 

• Number of Invocations (Lambda)

• Number of Errors (Lambda)

• Number of Throttles (Lambda)

• PutRecord Success

We use a smaller subset of metrics to set 
thresholds in the serverless microservice case.  
The following five metrics were considered in  
the threshold computations:

• Execution Time or Duration

• GetRecords Latency

• GetRecords Success

• Number of Invocations 

• PutRecord Success 

To validate our approach, beyond  
our own testing on a simulated 
e-commerce application on 
Kubernetes, we collected empirical 
data from a number of deployed 
production environments where  
we had no control on designing  
and running the application.

Figure 2: Number of anomalies detected by the Behavior Model versus Dynamic Thresholding  
for a Serverless pipeline (AWS Kinesis - Lambda) over 8 days. 
Dynamic thresholds are on 5 metrics, while the Behavior Model is based on 12 metrics. 
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https://githubhelp.com/c2pig/robot-shop
https://github.com/GoogleCloudPlatform/microservices-demo
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Results from Serverless  
Microservice Subsystem
To assess the efficacy of our anomaly detection 
approach, we compared the alerts that would be 
generated by using Tukey’s 1.5 IQR rule [11] where 
outliers are detected when the observed data is 
outside 1.5 times the difference between the third 
and first quartiles. In addition, because the data 
ranges experienced by a service can vary widely  
day to day, we update the Tukey fences daily. 

Figure 2 summarizes the comparison of the model-
based anomaly detection versus the dynamic 
threshold approach on the Serverless (AWS Kinesis-
Lambda) subsystem over 8 days. The number of 
detected anomalies in the serverless environment 
was an impressive 89% lower than the dynamic 
threshold approach, and the level of alerting 
reduces significantly from the second day onwards 
as more of the application behavior is learned.

Anomaly Detection –  
Validating Model Prediction 
Two examples illustrate why the model  
parameters can be used to validate anomaly 
detection: first, when a runtime data point is 

The number of detected anomalies 
in the serverless environment was 
an impressive 89% lower than the 
dynamic threshold approach, and 
the level of alerting reduces 
significantly from the second day 
onwards as more of the application 
behavior is learned.

tagged as an anomaly, and second, when another 
is not marked as anomalous. 

In each case, the model is used to interpret the 
prediction to explain the basis of the prediction.  
For example, as Figure 3(i) shows, the Kinesis metric, 
GetRecords Iterator Age MS, is well outside what is 
expected for this observed runtime data based on 
something close within the learned profile and 
therefore has been flagged as an anomaly. No 
thresholds could have been determined that this 
data indicates a problem.

(i) Explanation metrics for anomalous runtime data: Iterator Age (MS) is out of expected range. 
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(ii) Explanations for non-anomalous runtime data.
Figure 3: Validation of model prediction using explanations for an (i) anomalous and ii) non-anomalous data point.
A subset of the model metrics relevant for these data points values are shown.
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Conversely, Figure 3(ii) shows while an observed run 
time data point is accepted as non-anomalous given 
it is close across all the metrics to a data point within 
the learned profile.

Kubernetes Services  
Container Example
A typical Docker container has nearly 50 metrics so 
the state of the container would be defined by a 
vector of about the same size. However, not all 
metrics (e.g., container_fs_inodes_free in CAdvisor) 
would affect the dynamic state of the microservice. 
We curate about 30 metrics which account for 
requesting workload indicating metrics as well as 
response related metrics that include outbound calls 

Figure 4: Number of anomalies detected by the Behavior Model versus Dynamic Thresholding for 3 Kubernetes containers  
(C1, C2, C3) over 6 days. Number of observed data points are typically in 2000-4000 per day.
Alerts vary: C3 had 573 anomalies detected Day 4, 96% (551) caused by demand out of observed range.
Number of predictions per day vary widely: e.g., C2 had 4134 data points on Day 1 but none on Day 6.

D
et

ec
te

d
 A

n
om

al
ie

s 
(#

)

Figure 4 compares the number of anomalies detected by the model-based versus the dynamic threshold 
approach on 3 different containers in a production Kubernetes application across 6 days in a typical week.

There are two clear indicators. 

First, the model-based approach generated 55% fewer 
alerts over the 6-day period, even though the model is 
using 6x more metrics to predict anomalies than the 
threshold based approach. Also, the model-based 
alerts decrease more rapidly after the first few days.

Second, while both methods are updating their 
prediction basis (i.e., the behavior model of the 
application within the container is updated with 
learning from the past cumulative history while the 
IQR thresholds and ranges are updated every day 
based on observed ranges), the model based anomaly 
detection improves with learning and trends to a lower number of alerts over time. Note that this does not 
preclude the fact that when the new observed data is well out of range, meaning the application container is 
operating at a very different workload region, both methods will surface more alerts since those out-of-
bound (OOB) metric values have not been seen before, e.g., container C3 on Day 4. However, the decrease in 
the number of alerts is still significantly lower than using dynamic thresholds.

The model-based approach 
generated 55% fewer alerts over 
the 6-day period, even though the 
model is using 6x more metrics to 
predict anomalies than the 
threshold based approach.

during the measurement interval. The metrics need 
to include those related to demand, internal state, 
and responses to outbound calls in addition to 
resource usage metrics. The behavior model 
template uses around 30 metrics (29 to be precise).

Because most users are likely to monitor only a 
handful of metrics versus the nearly 30 metrics used 
in the behavior model, the following five metrics 
were used in the dynamic threshold calculations:

• CPU (Resource)

• Error Count

• Response Time (Latency)

• Major Memory Failures

• Request Count (Demand)

https://github.com/google/cadvisor/blob/master/docs/storage/prometheus.md
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Anomaly Detection Improvement via Continuous Learning
It is worth noting that as more data is collected, the model learns the normal operating regimes of the 
application and the number of alerts decreases. Figure 4 indicates this trend even when a microservice 
operates on very different workload conditions each day.

A salient feature of the behavior learning approach is learning from new data, especially from out-of-bound 
demands and associated metrics. Besides detecting these as anomalies the OpsCruise system uses them as 
part of the analyses to determine when to learn from them by including them in the model update process. 

Both the Kubernetes and serverless application cases show this improvement based on continuous learning.

False Negative Alerts
A significant concern in anomaly detection is the ability to avoid false negatives. Here we provide one 
example to show why a model-based approach is much less vulnerable to that than a threshold based 
approach from the Kubernetes application case. 

The specific case was for a container shown in Figure 5 (i) when there is a spike of 100 new anomalies 
detected by the model on the 5th day while the threshold-based approach did not detect any problem. 

Figure 5 (ii) explains why the model flagged these 100 data points as anomalies: all L7 metrics, i.e., request 
counts and response times, were not being received and recorded as zero, while there was clear indication 
that there was incoming workload data as shown by L4 bytes and packet data. No high latency thresholds 
were crossed since the demand response times were 0. Hence no anomalies were detected by the threshold-
based approach creating 100 false negatives. However the behavior model detected this inconsistency 
between demand and response metrics and marked those data correctly as valid anomalies.
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(i) Model based approach detects large number of alerts on Day 5 but not the threshold based approach.

(ii) Model correctly identifies valid alerts on 5th day when there is demand as there is data being received  
(L4 packets and bytes) but L7 metrics (request counts and response times) are not being received (0). 
Figure 5: Example of how false negative alerts are avoided using threshold approach using behavior models. 
Example is from a Kubernetes container.



    12RETHINKING ANOMALY DETECTION  

Example: Model-Based Detection and RCA Use Case 
While we have provided a number of examples of how the model-based anomaly detection provides 
advantages over existing approaches, we show a practical use case from the field.

In this example, the anomaly detection for a container detected that the response time (latency) was higher 
than expected – without need for thresholds. The true reason for this anomaly is shown in the annotated 
fishbone analysis shown in Figure 6.

Figure 6: Example of how anomaly detection, explanations are used for causal isolation in a deployed application.

The anomaly, its explanations and embedded curated knowledge point to the root cause of an application 
problem. The model explanations show that while the response time increased, it also had high CPU 
throttling. The fishbone RCA also pulls in other relevant curated information including configuration which 
shows that the image for the container had changed resulting in increased computation needs resulting in 
throttling as well as increased response. The model based approach does not only detect the problem that 
cannot be detected using thresholds but also with use of the embedded curated knowledge points to the 
cause, that of an image change.

Conclusions
Modern cloud native applications require a more effective anomaly detection approach that addresses the 
challenges of complexity and scale that existing approaches do not. We believe that a more application-
aware context is needed, using a knowledge-augmented ML approach that learns the application’s behavior 
profile to detect and predict a better indicator of problems. This approach has been applied for real-time 
anomaly detection on metrics of microservices at scale and has been shown not only to significantly reduce 
false alerts on different applications deployed in the field but also help in causal isolation and time to 
problem resolution.

My experience managing large-scale cloud platforms has made me very  
skeptical of most anomaly detection approaches. By putting service topology  
and application stack context around machine learning alerts OpsCruise can 
appropriately discern signal from noise and avoid the useless classes of alerts that 
so often trip up traditional ML approaches when services experience completely 
normal spikes in demand. It’s a difficult problem, and OpsCruise’s approach is 
novel and effective.”

“
Matt Surabian, DevOps Engineering Manager
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4Learn More & Get Started

OpsCruise Intelligent Application Observability

OpsCruise’s patented [12] intelligent application observability 
platform is provided as a SaaS solution with gateways that sit on 
your infrastructure and collects metrics, logs, traces and 
configuration data from many popular open source monitoring 
tools (e.g., Prometheus, Elastic, Loki, Jaeger, etc.). 

Our platform’s deep understanding of Kubernetes, coupled with  
our unique ML-based behavior profiling empowers your entire 
team to predict performance degradations and instantly surface 
their cause. All at a third of the cost of the current monitoring stack 
and without the need to instrument code, deploy agents, or 
maintain open-source tools.

Get Started (for free) in Your Environment

You can sign up for our full feature freemium version  
and be up and running in less than 15 minutes. 

GET STARTED

https://www.opscruise.com/free-forever
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