
Incorporating External Control 
Arms into Clinical Trials
Synthetic Controls and Digital Twins both        
increase power, but only Digital Twins are robust 
to known as well as unknown confounders
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Unlearn® works with biotech, pharma, device 
companies and academic researchers to optimize 
human clinical trials by using a cutting-edge 
machine learning platform and data from past 
trials. We generate Digital Twins: disease- and 
study-specific, longitudinal, patient-level placebo 
records, that are statistically indistinguishable 
from those of actual control subjects. The use of 
Digital Twins can increase analytical power and 
confidence in the results, and reduce trial sizes 
and costs, while keeping regulatory risk in check. 
We value statistical rigor, clinical excellence, and 
validated innovation. Our research and methods 
are published in peer reviewed papers and listed
at Unlearn.ai.
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The ideal drug clinical trial is efficient with recruitment, has high statistical power to detect 
relevant effect sizes, and enables regulators and clinicians to make confident decisions about 
whether the new treatment should be given to patients.

Confidence in trial results typically hinges on two factors: (i) ensuring that one can rule out 
alternative explanations (called confounders) for observed differences between treatment 
groups at the end of the study, and (ii) controlling the probability that the trial may report a 
false positive if the treatment is ineffective (called the type-I error rate).

The ‘gold-standard’ method to rule out alternative explanations for observed differences 
between treatment groups is to randomly assign each patient to receive either the new 
treatment or the existing treatment. Such Randomized Controlled Trials (RCTs) frequently 
require large numbers of patients in order to achieve sufficient statistical power to detect 
relevant effect sizes. 

Patient recruitment barriers, as well as pressure to run trials faster and at lower costs, have 
led organizations to look for alternative ways to run well powered trials. There are often large 
amounts of data available from patients who have received existing treatments (the standard 
of care, or no treatment, in cases of placebo arms or if no treatments are available), both from 
previously completed clinical trials and Real World Data (RWD) sources. As a result, there is a 
lot of interest in novel statistical methods that use these existing data to create more efficient 
clinical trials. To increase power, two different approaches to incorporating external data into 
trials are gaining momentum: Synthetic Control Arm (SCAs) and Digital Twins.
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SCAs1 and Digital Twins2 are two approaches to incorporating external data into clinical trials, 
but they use very different methods and have different aims. Synthetic3 control arms are popu-
lated with patients who were not in the original patient sample of the trial. 

Incorporating External Data into Clinical Trials

Introduction

1  Synthetic and External Controls in Clinical Trials – A Primer for Researchers

2      Machine learning for comprehensive forecasting of Alzheimer’s Disease progression, 

3   The use of “synthetic” in “synthetic control arm” is an unfortunate source of confusion. For one, the term “synthetic data” is used in computer 
science to refer to data that are created by a computer simulation or generative model; however, the external control data used in “synthetic 
control arms” are real, not synthetic. Second, there is a specific statistical method called the “synthetic control method” developed in econo-
metrics; however, this method is rarely used to create synthetic control arms in medicine. Something like “propensity score matched external 
control arm” is more appropriate for the typical use in medical research.

Generating Digital Twins with Multiple Sclerosis Using
Probabilistic Neural Networks, Modeling Disease Progression in Mild Cognitive Impairment and Alzheimer's Disease with Digital Twins

https://www.ncbi.nlm.nih.gov/pmc/articles/PMC7218288/
https://pubmed.ncbi.nlm.nih.gov/16895814/
https://www.nature.com/articles/s41598-019-49656-2
https://www.nature.com/articles/s41598-019-49656-2
https://arxiv.org/abs/2002.02779
https://arxiv.org/abs/2002.02779
https://arxiv.org/abs/2012.13455
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Instead, the synthetic control group is populated with patients who are selected from an 
external data source so that it appears as if they were randomized into the study along with 
the other patients. That is, at a group level, the patients in the synthetic control arm have the 
same baseline characteristics as the patients in the study. However, unlike randomization, the 
synthetic control group can only match the groups of patients using predefined characteristics. 
This external source of patient data can be historical clinical trials, real world data, such as from 
Electronic Medical Records (EMRs), or Electronic Health Records (EHRs), or patient registries. 

By contrast, a Digital Twin acts as a simulated control group for an individual patient in the trial. 
A Digital Twin is a comprehensive, longitudinal prediction of what would have happened to a 
patient if he or she had been randomized to the control group. Each Digital Twin is created by 
a predictive model trained on the external data to make predictions about potential control out-
comes. Digital Twins are created for each patient in the study. Then, these predicted outcomes 
are incorporated into the statistical analysis of the trial to estimate the treatment effect4.

That is, an SCA adds a group of patients, whereas Digital Twins add predicted outcomes 
of individual patients (Figure 1). Both leverage the same external data, but the statistical 
guarantees of each procedure differ.

C L I N I C A L  T R I A L S

Figure 1. (A) Synthetic Controls are added as patient records to the control arm of a trial, whereas (B) 
Digital Twins are incorporated into the trial analysis using Prognostic Covariate Adjustment (PROCOVA™) 
to improve estimated treatment effects by adding predicted potential outcomes for each patient in the trial.

4   Increasing the efficiency of randomized trial estimates via linear adjustment for a prognostic score, Bayesian prognostic covariate adjustment

https://arxiv.org/abs/2012.09935
https://arxiv.org/abs/2012.13112
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The potential outcomes framework for causal analysis helps to elucidate the differences 
between SCAs and Digital Twins5. At the time a patient enrolls in a trial, he or she has two 
potential outcomes: (0) the outcome that would be observed if the patient were randomized 
to the control arm, and (1) the outcome that would be observed if the patient were randomized 
to the active treatment arm. The average treatment effect is defined as the difference between 
these two potential outcomes, averaged over the patient population. In a standard RCT, each 
patient in the population has an equal probability of being enrolled in the active treatment 
group of the trial. Therefore, an RCT estimates the average treatment effect using a random 
sample of patients drawn from the population. 

Consider what happens, however, when we simply add patients from an external population 
that may be different from the study population. For example, what if the patients in the 
study population have few comorbidities, whereas patients in the external population (say, 
from RWD) have many comorbidities? This would result in a correlation between prognosis 
and treatment assignment; patients in the external control arm would likely have a worse 
prognosis than those enrolled in the active treatment arm. As a result, it would be difficult 
to tell if an observed difference between the external control arm and the active treatment 
arm were due to the treatment or due to other differences in the patient populations. 

Using propensity scores (Box 1) to select patients from the external population to serve as 
an SCA provides one method to mitigate such problems with confounding variables (more 
precisely, confounding variables we know about). 

To build an SCA, each patient in the external control population is assigned a propensity 
score. The propensity score is a number between zero and one, computed from a patient’s 
baseline characteristics, that describes the probability that patient belongs to the active 
treatment group given the covariates. Then, a subset of patients from the external control 
population with similar propensity scores to those in the study population are selected to 
create an SCA. Under certain assumptions, this propensity score matching process mimics 
a random treatment assignment. As a result, adding an SCA to a clinical trial essentially 
increases the sample size of the control group. 

Potential Outcomes and Treatment Effects

Synthetic Control Arms

5  The Neyman— Rubin Model of Causal Inference and Estimation Via Matching Methods

https://www.oxfordhandbooks.com/view/10.1093/oxfordhb/9780199286546.001.0001/oxfordhb-9780199286546-e-11
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6  Framework for FDA’s Real-World Evidence Program

7  Reducing Bias in Observational Studies Using Subclassification on the Propensity Score

The most important assumption underlying propensity score matching for creating SCAs is 
that there are no unmeasured confounding variables; that is, all characteristics that differ 
between patients in the study and external populations that may affect prognosis are known 
and have been measured. Unfortunately, this is almost never true in practice, and is never 
fully verifiable. As a result, adding an SCA to a clinical trial will generally increase susceptibility 
to confounding and prevents one from controlling the probability of a false positive result 
(more specifically, the type-I error rate). Therefore, it’s often only appropriate to use SCAs in 
early phases of development, or in special situations in which it’s not ethical, or not possible, 
to enroll a large enough control arm6.

Using propensity scores (Box 1) to select patients from the external population to serve as an 
SCA provides one method to mitigate risk of confounding variables. However, this approach 
is limited to controlling for variables that are known.

Each patient i in a clinical trial has a vector xi of baseline covariates and two potential outcomes: 
the potential outcome yi,0 that would be observed in the patient is randomized to control, and 
the potential outcome yi,1 that would be observed if the patient is randomized to active treat-
ment. The treatment assignment, denoted Wi, is set to 0 if the patient is randomized to control 
and 1 if the patient is randomized to active treatment. Therefore, the observed outcome is yi = 
Wi yi,1 + (1-Wi ) yi,0. If the treatment has been randomly assigned to N patients, then the average 
treatment effect can be estimated from the regression
                 

 yi = β0 + βW Wi + ei

in which βW is the average treatment effect, and ei is the residual error. To create an SCA, we 
start with an external dataset of M patients who received the control treatment (i.e., Wi = 0). 
Then, we combine the external data and the trial data and train a statistical model to compute 
the propensity score P(Wi=1|xi ). Next, we select a subset M’ of the patients in the external data 
who have propensity scores similar to the patients enrolled in the trial. 

This subset of patients constitutes an SCA. The SCA is added to the data from the trial (such that 
the new combined dataset has N + M’ patients), and the treatment effect is can be estimated from 
the regression

yi = β0 + βW Wi + ei

as in a typical RCT. The estimate of the average treatment effect obtained from the combined trial 
and SCA dataset will be unbiased as long as every variable that is correlated with the outcome 
has been measured and included in the statistical model used to estimate the propensity score7.

BOX 1. BASIC PRINCIPLES OF SYNTHETIC CONTROL ARMS (SCAS)

https://www.fda.gov/media/120060/download
https://www.tandfonline.com/doi/abs/10.1080/01621459.1984.10478078
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8  Increasing the efficiency of randomized trial estimates via linear adjustment for a prognostic score

9 AI Driven Approaches to Trial Design Innovation: Enabling Faster, More Efficient Trials with Digital Twins

Digital Twins correspond to precise predictions of potential control outcomes for individual 
subjects. These predicted outcomes can be incorporated into the analysis of a clinical trial using 
a statistical method called Prognostic Covariate Adjustment (PROCOVA™). With PROCOVA™, 
instead of just adjusting for baseline covariates, one adjusts for predicted outcomes calculated 
from a patient’s Digital Twin. In fact, Schuler et al.8 prove that using Digital Twins and PROCOVA™ 
often provides the most precise estimate of the treatment effect possible while ensuring strict 
control of the type-1 error rate. 

The first step to incorporating Digital Twins9 into a trial involves training a statistical model on 
the patient data from the external population to predict a patient’s prognosis under the control 
treatment from his/her baseline data. Typically, the prognostic model uses methods from 
artificial intelligence (e.g., deep learning) to generate a comprehensive, longitudinal prediction 
of the clinical trajectory of a patient under the control condition — a Digital Twin. 

Next, the pre-trained predictive model is used to predict the potential control outcome for 
each patient that enrolls in the trial (Figure 2). Notice that the external data used to train the 
model never actually enter the trial, rather, the information from those data is encapsulated in 
a predictive model and used to generate Digital Twins. After the Digital Twin is generated, the 
actual patient may be randomized to the active treatment or control arm. At the end of the 
trial, the treatment effect is estimated while adjusting for the outcomes predicted by the 
Digital Twins using PROCOVA™.

Digital Twins

https://arxiv.org/abs/2012.09935
https://www.unlearn.ai/post/ai-driven-approaches-to-trial-design-innovation
https://www.unlearn.ai/post/ai-driven-approaches-to-trial-design-innovation
https://arxiv.org/abs/2012.09935
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Using Prognostic Covariate Adjustment (PROCOVA™) to incorporate Digital Twins into clinical 
trials enables one to borrow information from external data sources to make trials more 
efficient, while providing statistical guarantees on type-I error rates (Box 2).

Figure 2. After the AI model is trained, it is ready to create a Digital Twin, using baseline data measured 
from a specific patient in the clinical trial.

We start with a collection of external patients who received the control treatment (Wi=0). Then, 
we build a statistical model to predict the control potential outcome
                 

 yi ,0 = m(xi ) + εi

in which m(xi ) is a Digital Twin and εi is the residual error. To add the Digital Twins to an RCT 
with N patients, we use PROCOVA™ to estimate the treatment effect with the regression

 yi = β0 + βW Wi + βM m(xi ) + ei

Here, βW is the average treatment effect, and βm describes the relationship of the Digital Twins 
trained on the external population with the observed prognosis of patients in the trial. If the pre-
dicted and observed prognoses are highly correlated, then this analysis will increase statistical 
power. In fact, Schuler et al.10 prove that this approach provides the best estimate for the treat-
ment effect for any method that leverages external control data while strictly controlling type-I 
error rates. 

In contrast to SCAs, the results of these analyses with Digital Twins will always be unbiased even 
if there are unmeasured prognostic variables that were not included in the prognostic model.

Notice that adding Digital Twins to an RCT does not increase its sample size, in contrast with 
adding an SCA. Rather, the increase in statistical power comes from adding information about 
the potential control outcomes of the patients in the trial.

BOX 2. BASIC PRINCIPLES OF RCTS WITH DIGITAL TWINS

10 Increasing the efficiency of randomized trial estimates via linear adjustment for a prognostic score

https://arxiv.org/abs/2012.09935
https://arxiv.org/abs/2012.09935
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Recall that the ‘gold-standard’ method to rule out alternative explanations for observed 
differences between treatment groups is randomization. Also recall that an RCT estimates 
the average treatment effect using a random sample of patients drawn from the population. 
For clinical endpoints that are continuous variables, ANCOVA models are one of the most 
common ways to estimate the treatment effect, while accounting for other sources of variability. 
Adjusting for a covariate that is measured at baseline (pre-treatment), as is common practice 
with ANCOVA, will not bias the estimated treatment effect in a randomized trial. This is because 
any differences in the covariate value between treatment groups must exist only at random. 
Similarly, adjusting for a covariate that is a function of data measured at baseline (pre-treat-
ment), such as the predicted outcomes based on Digital Twins, will also not bias the treatment 
effect for the same reasons. Nothing that is evaluated pre-randomization can create bias in 
a randomized trial.

It’s important to note that both the treatment arm and the control arm have predicted outcomes 
based on Digital Twins and the primary analysis using Digital Twins involves exactly the same 
set of randomized patients that are used in a traditional primary analysis using ANCOVA. The 
same is not true for an analysis involving synthetic controls, because we are adding a group 
of control patients to the trial that did not receive the control treatment through the process 
of randomization. 

Why are estimates obtained with PROCOVA™ unbiased?

The above description (Box 2.) focuses on the case in which Digital Twins are added to an 
RCT in which there are patients randomized to both active treatment and control. One of the 
frequent use cases of SCAs is as an external control arm for a single-arm trial in which every 
patient receives active treatment, and Digital Twins can be used in this manner too.

Using Digital Twins as an external control arm for a single-arm trial requires the additional 
assumption that the prognostic model is accurate, so that we can set m(xi ) =  yi ,0 , β0 = 0, and 
βM = 1 and solve for the treatment effect estimate. Therefore, in the special case of a single-
arm trial, the unbiasedness of treatment effect estimates from trials with SCAs or Digital Twins 
rest on similar assumptions of model accuracy and a lack of unmeasured prognostic factors.

BOX 3. PRINCIPLES OF SINGLE ARM TRIALS
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Unlike SCAs, Digital Twins can be added to RCTs using statistical techniques that ensure the 
trial remains insensitive to unmeasured confounding variables and retains control over the 
probability of a false positive result. Moreover, these properties of RCTs with Digital Twins do 
not rest on unverifiable assumptions, and hold even if there are unknown prognostic factors 
that aren’t accounted for in the prognostic model. Therefore, Digital Twins are uniquely power-
ful tools for increasing power and efficiency in clinical trials across all stages of development.

In comparison to SCAs, Digital Twins typically require the use of sophisticated AI algorithms. 
The reasons for this are two-fold. First, late stage clinical trials usually have many outcomes 
of interest (e.g., multiple primary and secondary endpoints, safety analyses, etc.) and, as a 
result, it’s necessary to have a prognostic model that predicts each of these outcomes under 
the control condition; such models are typically high-dimensional: rich, longitudinal, and multi-
variable. Second, the increase in power obtained by including Digital Twins in an RCT is directly 
related to the accuracy of the prognostic model. Therefore, modern techniques from AI that 
excel at creating accurate, high-dimensional predictive models are often necessary for realizing 
the value with Digital Twins.

While some synthetic controls may be better matched to the treated group than others, the 
match can only control for known confounders. The beauty of randomization is that it controls 
for both known confounders and unknown confounders. The synthetic controls could all have 
some unmeasured characteristic, unrelated to receiving or not receiving treatment, that can 
lead to a very large bias in the estimated treatment effect. Furthermore, there is no way to 
estimate this bias because the root cause is likely to be something that went completely 
unmeasured. In contrast, Digital Twins and PROCOVA™ leverage all of the long established 
positive characteristics of randomization (removal of bias) and ANCOVA (variance reduction).

Discussion
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Summary

SCAs and Digital Twins are two methods for incorporating external data into clinical trials. SCAs 
match patients from the external population into the trial so that the active and synthetic control 
arms have approximately balanced baseline characteristics. By contrast, Digital Twins can be 
created for each patient in the trial to predict the patient’s prognosis, and a statistical method 
called PROCOVA™ can leverage these predicted outcomes to precisely estimate treatment 
effects. That is, SCAs add patients to the trial, whereas Digital Twins add predictions about the 
patients already in the trial. Both methods can be used to make trials more efficient by reducing 
the number of subjects randomized to control, but have differing effects on the trial operating 
characteristics. Using SCAs can add statistical power by increasing the sample size, but this 
typically comes without the ability to control the type-I error rate. Digital Twins, in contrast, add 
statistical power while enabling one to control type-I error rates. As a result, SCAs are likely to 
remain relegated to early phase development or special situations in which randomizing large 
numbers of patients to control is impractical or unethical, whereas it’s appropriate to add Digital 
Twins to RCTs at any stage of clinical development.

Conclusions
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