Customer case study:
Privacy-preserving data sandbox

Statice, March 2020
Statice enables a large multinational bank to access their customer data more
effectively for the purposes of enabling complex data processing on anonymous
data. The Statice anonymization software allows the bank’s data teams to explore
sensitive data more openly without ever compromising their customers' privacy.

Equipped the customer with a solution to enable flexible data
science developments through a privacy-preserving data
sandbox.
Generated privacy-preserving synthetic data from
potentially sensitive data with a high degree of retained
statistical information.
Demonstrated that privacy-preserving synthetic data
provides a viable alternative to working on real user data
with minimal performance losses.

The importance of customer data in the financial
sector
Strong data protection is a fundamental asset for modern enterprises. Stringent
legal frameworks are being implemented globally, demanding compliance from
enterprises and organizations alike, including those in the financial industry. On the
other hand, customer data has become an increasingly valuable resource for
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companies. Customer data allows for personalization of services as well as products
and is the main source of innovation in times of digitization.
A large multinational bank hired Statice to support them in accessing their customer
data more effectively. The bank serves customers across Europe and is running
extensive projects to digitize their core business. This includes leveraging data more
extensively for the development of machine learning applications.
This allows data scientists and analysts to work with a realistic
representation of the real data without the real data ever
being exposed.
The Statice data anonymization engine generates privacy-preserving synthetic
data that the bank uses to create a data sandbox environment it can use securely
and in compliance with modern data privacy laws, such as GDPR. This data sandbox
allows for data access by internal and external data analysts, as well as data
scientists, in an entirely compliant manner for secondary data processing. By
working with synthetic data, the bank is able to leverage what was considered
sensitive customer data, for secondary data processing. This allows data scientists
and analysts to work with a realistic representation of the real data without the real
data ever being exposed.

The

challenges

of

developing

data-driven

solutions that respect customers’ privacy
The bank processes large amounts of valuable and sensitive customer data, ranging
from tabular contract data to transactional account data. This data proves valuable
when analyzing customer behavior for developing new products and services.
Before working together with Statice, the bank was not able to provide access to this
data across internal departments, international borders, nor to external data
processors such as FinTech providers.
Even as an internal data scientist at the bank, requiring data access could take
months and required clearance by the legal department. Furthermore, prior to
working with Statice, it was not possible to leverage scalable third party cloud
infrastructures as part of the data science workflow. Overall, this severely limited the
bank’s innovation potential as the data could only be processed by a limited amount
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Overall, this severely limited the bank’s innovation potential as the data could only
be processed by a limited amount of internal stakeholders.

Even as an internal data scientist at the bank, requiring data
access, it could take months before access to customer data
was cleared by the legal department.

Three main challenges were raised by the bank
•
•
•

Highly valuable data in the business’ data exhaust which cannot be properly
explored due to privacy concerns
Inability to scale a data processing and analysis pipeline on cloud
infrastructure due to sensitive data exposure
High costs and major delays in innovation projects due long lead times for
data to be shared and processed

Enabling privacy-preserving data exploration with synthetic
data
In order to overcome these challenges, the bank and Statice together identified the
most demanded internal data sources. These included tabular data, transactional
data, as well as time-series data. Once identified, Statice started integrating its
software locally into the bank’s data warehouse infrastructure. The integration
process lasted for two weeks. The software comes in the form of an easy to use
Python SDK, and will be familiar to most data scientists. This makes it relatively quick
to onboard new operators, and the built in privacy and utility evaluations make it
easy to make sure both technical and non-technical users can be confident in the
new anonymous synthetic data. After successful integration and onboarding, the
software generated anonymous synthetic data that trusted employees could safely
load into the data sandbox.
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Visualization of integration use case of the Statice software for a banking client to enable a privacypreserving data sandbox.

The Statice data anonymization engine generates anonymous data, consisting of
new synthetic data points which reflect the real data in its structure and its statistical
properties. The user simply defines the path to the source data via the software's
interface. At the same time, the user defines the output path for the newly created
synthetic data. The anonymous dataset, generated by the Statice software, can
easily be added to the data sandbox environment. The Statice software is flexible
and integrates seamlessly in the workflow of modern data teams. It can be used from
the command line, a Jupyter Notebook, or a Python program. In this integration, the
Statice Python SDK is used via a command line interface.

“The Statice software allows us to explore sensitive data more openly without ever
compromising our customers' privacy. This allows us to uphold our strong security
standard while empowering data exploration in a scalable and effective manner.”
-

Head of Innovation Management

How the data produced with Statice mimic the statistical
properties
of the original data
´
The data generated by the Statice data anonymization engine is considered as
privacy-preserving synthetic data, compliant with modern data privacy laws. This
newly generated data preserves high statistical relevance and similar structure of
the original customer data. Some of the preserved metrics are:
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•
•
•
•

Preservation of general distributions
Preservation of correlations and mutual information in the dataset (pairwise
relationships)
Preservation of complex relationships that involve more than 2 variables
Training of machine learning models can be performed on synthetic data
with minimal loss in prediction accuracy

The synthetic data has no one-to-one mapping with the original dataset. Therefore,
it is not possible to relate any information of the new synthetic data to the original
customer data. This is continuously empirically proven by automatic risk evaluations
that are part of the Statice software. Risk evaluations of the resulting synthetic data
are performed immediately following the generation of new synthetic datapoints.
This serves as a security guarantee that each newly generated dataset complies
with strict privacy evaluations and tests and thus can be further processed in a
privacy-compliant manner.

For each newly generated dataset, the Statice software provides automatic data utility as well as data privacy
evaluations.

As a result, the customer can safely open the anonymous synthetic data to other
units of the company for further analysis. The utility of the anonymized synthetic data
has been proven by the high accuracy and precision scores obtained through
several tests on machine learning models, trained entirely on anonymous data
generated with the Statice software.
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ABOUT STATICE
The Statice solution offers guaranteed data privacy across industries and use cases.
We offer a data anonymization software that allows companies quick and easy use
of sensitive data. Synthetic data generated by Statice fulfills a guarantee can be
regarded as anonymized data and therefore excluded from the GDPR. To learn more
about our product, visit our website www.statice.ai

Please get in touch to learn more:
Benjamin Nolan
ben@statice.ai
www.statice.ai
Statice GmbH
Eisenacher Str. 1
10777 Berlin
Germany
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