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Fundamentally, enterprise R&D requires understanding of key engineering outputs 
and how these change with cost-effective and carefully-calibrated adjustments in input 
parameters. You have likely invested huge sums of human and financial capital to collect this 
data over the last decade. Increasingly, your teams are building products with escalating 
levels of complexity, and your end-customers’ expectations have never been higher. As new 
R&D campaigns soar to trillions or more possible combinations of input parameters, and 
with relevant data assets scattered across your organization, you are seeking to modernize 
your analytics and AI strategy in a scientifically-sound manner to increase your return on 
investment.

Ultimately, your operation must deploy tools that are specifically built for science and 
hard technology problems, where uncertainty is intrinsically higher than in almost any other 
area of business. In order to optimize R&D efficiently, you need an AI platform with scientific 
principles built-in, that has the capability to rapidly explore combinatorially-large parameter 
spaces to identify promising new experiments, directions, and solutions.

This executive briefing provides a look into the first platform with scientific principles 
built-in that R&D professionals are already using to boost productivity and accelerate 
discovery.

To achieve this mission critical 
objective, you need a platform that integrates 
data from disparate sources, combines 
these together to synthesize insights, and 
allows your team to rapidly iterate. The 
software needs the flexibility to understand 
many kinds of experiments, some operating 
in vastly different regimes and parameter 
spaces, and provide unified predictive power 
to drive lower costs and faster cycles of 
testing and deployment.

Introduction

Experiments

100k+
Boost in FTE 
Productivity

85%+
Scientific & 
Engineering 
Domains

    7+
Average ROI
12×

Noble’s breakthrough AI software – NobleNet™ – has been extensively 
validated and tested:

Figure 1 - Optimal decision-making framework 
driven by relevant data.
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Riding the industry-wide trend towards exponential increase in computation, the scope 
for R&D operations continues to multiply, providing teams with new opportunities to grapple 
with scientific and engineering problems of unprecedented scale, and therefore value.

Chemicals:

• Unstructured, semi-structured, and 
bespoke scientific file processing and 
structuring.

• Quantification of input uncertainty in semi-
structured data.

• Chemical recipe, safety data, and 
laboratory analysis processing. 

Metallurgy and 
Material Science:

• X-ray micro-structure prediction and 
utilization for materials design.

• Metal alloy corrosion site and length 
prediction with small total sample areas.

• Material performance characteristics 
prediction, including yield strength and 
machinability.

• Prediction of 1-σ width in noisy data 
environs.

Problems to Optimize

Efficient allocation of capital demands consideration 
of trade-offs between the potential for massive-scale 
value creation and rising complexity and cost.
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Problems to Optimize

Computational Fluid 
Dynamics:

• LNG train optimization.
• Well optimization.
• Proppant design.
• Reynolds number-targeting for initial 

conditions.
• Steady-state flow-field prediction.
• Fast and efficient fluid solvers at high 

accuracy.
• Liquid quench nozzle spray studies.
• Thermal expansion studies.
• Stack exhaust plume risk analysis.

Organic Electronics:

• Organic solar cell efficiency prediction.
• Photovoltaic material absorption 

characterization.
• Semi-automated design of organic 

materials with optimized electronic 
properties.
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Science-Driven Approaches

Many large enterprises today are relying on the classic iteration process of hypothesis 
generation and subsequent testing of the hypothesis, the latter occurring either through a 
real-world experiment or using computer simulations. Simplified, or reduced-dimensional, 
models can be employed for small-to-medium scale problems, but for larger scenarios these 
result in qualitative optimizations at best. 

At the other extreme, for R&D operations at scale, realistic testing requires massive-
scale sensor equipment and high-resolution measurements, or the use of high-performance 
supercomputing simulations. Both of these approaches often introduce operational/
logistical or computations costs reaching into the multi-millions dollars. Costs can escalate 
further because the number of possible parameters, and parameter combinations, to test is 
combinatorially-large, leading to unpredictable budget overruns. 

The most notable challenges to science-driven 
approaches to R&D optimization:

1. It is fundamentally bottlenecked by the rate at which teams can acquire data, either by 
real-world testing or computer simulations.

2. Costs for data acquisition at scale can reach into the multi-millions of dollars.
3. A single realistic simulation often requires days or weeks to carry out,  so that simplified 

models are widely used, leading to lower-accuracy results.
4. High-complexity R&D problems often have a combinatorially-large number of possible input 

parameters, so that teams may never converge on optimal solutions.
5. Requires complex organizational logistics to field a real-world experiment or manage 

supercomputer-scale simulation ensembles.

While simulations provide sophisticated and high-fidelity modeling in certain situations, 
time and cost limitations clearly prevent their use at scale for most needs. In other cases, the 
underlying science is not sufficiently well-understood to perform realistic simulations. In these 
instances, real-world data acquisition is the only feasible option and the progress of the R&D 
team is rate-limited by the number of experiments they are able to conduct.

Limitations of Current Models
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Data-Driven Approaches

R&D models that are fully-shaped by data are at the other end of the spectrum relative 
to scientific approaches. In the data-driven approach, a machine learning model is created to 
provide a fast calculation, such as a classification or regression of an observable, which often 
comes with a trade-off in terms of accuracy. 

While new tools are starting to emerge, data-driven approaches to enterprise R&D are 
broadly in their infancy. Teams often begin by employing open-source toolkits or adapting 
out-of-the-box libraries that were originally intended for consumer applications. While these 
models have limited understanding of the broader scientific context or underlying governing 
laws, given sufficient data, they can reach moderate overall accuracy and predictive power. 
At the same time, they often require extremely-high ETL (extract, transform, and load) costs 
which teams must overcome in order to port over complex scientific data.

Limitations of Current Models

In almost every situation, machine learning models that  
were built for consumer data exhibit erratic, unpredictable  
failures when retro-fittedto process scientific data.

The most notable challenges to data-driven approaches 
to R&D optimization:

1. Use of advanced models often requires shoehorning R&D data into consumer formats such 
as word2vec or rasterized images.

2. High ETL costs given the bespoke nature of disparate R&D data sources.
3. Adapting consumer-oriented models often leads to extreme failure modes, with the AI 

predicting inputs or outcomes that could never physically occur.
4. Inability to generalize to new experiments in data-sparse environments.

The accuracy of science-based simulation and the speed and efficiency of machine 
learning models provide complementary capabilities. An ideal solution would combine the 
broad power of science principles with the deep feature identification of machine learning 
to better understand trade-offs in experimental outcomes governed by underlying scientific 
principles.
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Noble has invented a breakthrough technology called NobleNet that integrates relevant 
scientific principles into artificial intelligence, providing the fast inference capability of machine 
learning models while maintaining robust accuracy levels of traditional science-based 
approaches. Furthermore, because the core scientific principles are integrated directly into 
the model, the technology also generalizes efficiently to new situations and never-before-
observed scenarios.

Breakthrough Technology

Figure 2
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With the relevant scientific laws built into the networks, the Noble Platform provides 
coverage for over 90% of R&D data types today, allowing teams to leverage its benefits in 
targeted areas, including in multi-disciplinary projects. Additionally, the Noble Platform uses 
this functionality to support transfer learning, in which data from one domain is leveraged to 
improve the performance of recommendations in other relevant domains, thereby increasing 
your return on investment from disparate data sources.

Breakthrough Technology

Figure 3 - Unsupervised modeling of R&D data using science-based autoencoder deep neural networks.
Data is automatically transformed into a low-cost and portable format, depicted using green, which 
enables teams to leverage science principles as shown in Figure 6-9.

Structuring and centralizing “dark data” has the potential to vastly 
lower data wrangling costs and facilitate transfer learning.

With conventional data-driven approaches, data wrangling/ETL is often the highest cost 
of building and maintaining production-grade systems. On the other hand, the Noble Platform 
uses a unique many-to-one deep autoencoder technology to transform scientific data into an 
efficient format with minimal user supervision. 

Autoencoders are deep neural networks already widely-used across the machine 
learning community and have underpinned many recent performance breakthroughs, 
including in areas such as network hyperparameter optimization; however, these have been 
confined to consumer and academic applications.  Unlike existing approaches, Noble’s first-
of-its-kind autoencoder technology is built specifically to operate on disparate data sources 
based on the relevant scientific laws.  NobleNet therefore offers an interpretable and portable 
solution for R&D, allowing data to be easily downloaded, converted, or decoded on-demand 
as dictated by business needs. 

Because the system uses unsupervised deep learning (Figure 3–4), it works effectively 
with minimal access to labeled data, which is needed to accommodate the bespoke formats 
which are prevalent in legacy as well as modern enterprise R&D.

NobleNet underpins the Noble Platform.  It is based on two pillars with well-established 
foundations in the fields of statistical physics, dynamical systems, and machine learning:

01



Efficient Optimization 
of R&D using AI

8 CALIFORNIA STREET | SUITE 400 |  SAN FRANCISCO, CA 94133 STRICTLY CONFIDENTIAL 9

Breakthrough Technology
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Figure 4 - Detail of deep neural network architecture shown in Fig. 3. The input data is shown at the top left, and the output at the bottom right of the figure.  Data is 
processed sequentially by blocks of the deep neural network and is compressed to approx. 2% of its original size in the bottleneck layer. `Systems are primarily composed  
of residual blocks. The aspect ratio of each layer is as displayed, while the true size of the layer has been scaled down for visual clarity.



Efficient Optimization 
of R&D using AI

8 CALIFORNIA STREET | SUITE 400 |  SAN FRANCISCO, CA 94133 STRICTLY CONFIDENTIAL 10

Leverage relevant scientific principles to automatically rule-out 
candidate experiments that could never occur in the real-world, 
thus making R&D iteration cycles faster.

When using the Noble Platform, teams can automatically access all the benefits of tried-
and- true scientific principles. NobleNet automatically understands the laws which govern 
your data and removes any future candidate experiment which results in a violation of those 
laws. For data created by a non-physical system, or data with computationally-intractable 
governing laws, NobleNet smartly builds an effective physical system that enables it to work 
within this framework. This unique dynamic range capability allows simpler rules and reduced 
models to be used as appropriate, ensuring the right model is always applied for the problem 
your team is solving. 

In each case, the technology will preemptively rule-out out unphysical experiments, 
such as ones in which entropy (or effective entropy) shrinks over time, experiments exhibiting 
perpetual motion, systems which violate causality, linear systems with perturbations 
propagating faster than sound speed, and candidate materials with constituent elements 
that cannot stably bind together. As shown in Figure 6, this feature reduces the number of 
candidate experiments for testing and exploration by more than 100x in many R&D campaigns, 
thus empowering your team to focus on promising experiments and drive greater value.

AI with the capability to systematically filter out false positives and non-physical 
experiments is limited in most current market offerings. Instead, data augmentation using 

02

Figure 5 - R&D optimization using NobleNet.

Breakthrough Technology
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Breakthrough Technology
millions of false positive values is used through brute-force, leading to lower data efficiency 
rates, and leaving the door open for unanticipated failure modes.

Science-based AI offers the best possible framework for this, because science 
fundamentally informs which inputs and outputs are possible and which are not possible 
(Figure 7).  The benefits to R&D teams emerge because AI that understands scientific 
principles is smarter AI.

Figure 6 - 100x fold reduction in experimental parameter space by leveraging scientific principles. 
Scientific principles incorporated into AI rule-out a large number of candidate experiments because the inputs, 
outputs, or experiments themselves violate the governing laws. 
Note: vertical axis uses logarithmic scale.

There is consensus among experts today that a 
key next step for AI is to better understand context, 
environment, and develop improved models of reality.
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Breakthrough Technology

Figure 7 - (A) Accelerated progress in 5-month (B) and 3-year R&D campaigns. 
With 100x fewer candidate experiments, R&D teams can experiment faster and at vastly higher efficiently. 
Automated invention is the threshold at which R&D teams can test all candidate experiments, holding 
their resources constant, allowing them to systematically identify optimal choices. Note: vertical axis uses 
logarithmic scale.

Figure 7(B) 

Figure 7(A) 
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Agrochemicals consist of chemical products used in agriculture. In most cases, 
agrochemical refers to pesticides including insecticides and herbicides, but it also 
encompasses synthetic fertilizers and other chemical growth agents. In 2017, the global 
market for these products exceeded $10 Billion.

The first objective in development of novel and advanced agrochemical products 
involves digitization, ETL, and integration of legacy and modern data assets such as chemical 
recipes and analytical laboratory reports. Figure 8 shows the results of a customer deployment 
focusing on this step, with and without optimization using the Noble Platform. After 15 weeks 
of optimization, the customer has achieved more than 85% cost reduction, as FTE hours spent 
on unproductive tasks have been minimized.

Case study | Agrochemicals

Figure 8 - Cost reductions of more than 85% as unproductive FTE hours are minimized. 
Note: Sample results modeled on actual Noble customer data; assumption is an R&D organization comprised 
of 50 FTEs at 8 hours per FTE per week allocated to ETL.
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The Noble Platform processed Aluminum-base metal alloy data to understand and 
predict the performance and defect properties of resultant alloys. Full alloy optimization 
consists of defect data ingestion using machine vision, integration across noisy data 
acquisitions, quantification of ambient environmental variables, bulk composition and temper 
designation recommendations, and system feedback against predicted results. This case 
study focuses on cost reduction and balancing material machinability against corrosion 
characteristics.

Figure 9(A) shows sample materials cost for unoptimized (baseline) and optimized 
materials. The user has applied problem-specific constraints to maintain a fixed yield strength, 
within 15%, across materials.

Depending on the user’s priorities, several optimal solutions have been recommended. 
The recommended alloys offer the user a mean cost per unit that is 40% lower than the 
unoptimized material’s, while at the same time exhibiting lower variance.

In addition, Figure 9(B) shows how Noble has recommended several candidate materials 
in order to highlight performance tradeoffs governed by the underlying science. One optimal 
example has improved defects properties by over 2x compared to the unoptimized material, 
with higher suitability for machining. Options are presented to the R&D professional for selection 
based on domain-expertise and experience, and relevant business needs.

Case study | Aluminum Alloys
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Figure 9 - Lowering cost and improving performance in metal alloy development. 
(A) The AI automatically derived 120+ more relevant features than machine learning models without integrated 
scientific principles, driving down the mean unit cost by more than 40%. (B) Users leveraged the Noble 
Platform to explore performance tradeoffs between R&D campaign objectives, as governed by the underlying 
science.

Figure 9(B) 

Figure 9(A) 

Case study | Aluminum Alloys
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Conclusion
This executive briefing first discussed the need for new analytics approaches capable of 

achieving efficient optimization of modern enterprise R&D. Second, it covered the breakthrough 
technology NobleNet which integrates AI together with scientific principles to boost team 
productivity and accelerate discovery by ruling-out experiments that are not possible according 
to the relevant governing scientific laws. Finally, it covered proven case studies in which 
NobleNet led to cost savings greater than 85% and lower materials costs by more than 40%.


